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INSTALLATION AND QUICK GETTING STARTED GUIDE 

Installation Requirements 

ROV BizStats works on Windows XP, Vista, and Windows 7 and even runs on a MAC operating 
system (within Virtual Machine or Parallels). A minimum of 100MB hard disk space and 512MB 
RAM is required (2GB RAM or more is recommended).  
 
Install the setup file as you would any regular software. The installation will copy the relevant 
files to your computer and registry, and at the end of the installation, the setup will run a required 
prerequisite: the C++ redistributable package from Microsoft. During installation, you can opt to 
include an icon on your desktop for quick access to the software; otherwise, you can access the 
software through the following shortcut location: Start | Programs | Real Options Valuation | 
ROV BizStats | ROV BizStats 2011. 
 
The default software license comes with a 3-day fully functional trial. At the end of the trial 
period, you will need a Name-Key combination to continue using the software. You will be 
prompted for a name and key combination when you start the software after the trial period, or 
simply start ROV BizStats and click on Help | Install License to enter your license key at any 
time. When this name-key prompt comes up, you will also be provided an 8-digit Hardware 
Fingerprint that is unique to your computer. You can purchase the license from our website at 
www.realoptionsvaluation.com; you will need to provide your 8-digit Hardware Fingerprint to 
obtain a license for your computer.  
 
ROV BizStats comes in 10 languages: English, Chinese Simplified, Chinese Traditional, French, 
German, Italian, Japanese, Korean, Portuguese, and Spanish. The software comes in 3 separate 
modules, all available within the Start | Programs | Real Options Valuation | ROV BizStats 
location. The following section provides a summary of the statistical methods available in ROV 
BizStats, and the section after that is a quick getting started guide explaining how the modules 
work. The remaining sections of this user manual briefly describe the analytical tools and 
statistical models that are available in ROV BizStats. Because the user interface is simple to use 
and fairly user friendly, these latter sections do not repeat the procedures and steps required; 
instead, it is given that the procedures will be similar to those explained in the quick getting 
started section.   
 
ROV BizStats can handle different regional decimal and numerical settings (e.g., one thousand 
dollars and fifty cents can be written as 1,000.50 or 1.000,50 or 1’000,50, etc.). The decimal 
settings can be set in ROV BizStats’ menu Data | Decimal Settings. However, when in doubt, 
change the computer’s regional settings to English USA and keep the default North America 
1,000.50 in ROV BizStats (this setting is guaranteed to work with ROV BizStats and the default 
examples).   
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Summary of Statistical Methods in ROV BizStats 

Here are the statistical methods available in ROV BizStats, arranged alphabetically: 
 
 
1. Absolute Values 
2. ANOVA: Randomized Blocks Multiple 

Treatments 
3. ANOVA: Single Factor Multiple 

Treatments 
4. ANOVA: Two Way Analysis 
5. ARIMA 
6. Auto ARIMA 
7. Autocorrelation and Partial 

Autocorrelation 
8. Autoeconometrics (Detailed) 
9. Autoeconometrics (Quick) 
10. Average 
11. Combinatorial Fuzzy Logic Forecasting 
12. Control Chart: C 
13. Control Chart: NP 
14. Control Chart: P 
15. Control Chart: R 
16. Control Chart: U 
17. Control Chart: X 
18. Control Chart: XMR 
19. Correlation 
20. Correlation (Linear 
21. Count 
22. Covariance 
23. Cubic Spline 
24. Custom Econometric Model 
25. Data Descriptive Statistics 
26. Deseasonalize 
27. Difference 
28. Distributional Fitting 
29. Exponential J Curve 
30. GARCH 
31. Heteroskedasticity 
32. Lag 
33. Lead 
34. Limited Dependent Variables (Logit) 
35. Limited Dependent Variables (Probit) 
36. Limited Dependent Variables (Tobit) 
37. Linear Interpolation 

38. Linear Regression 
39. LN 
40. Log 
41. Logistic S Curve 
42. Markov Chain 
43. Max 
44. Median 
45. Min 
46. Mode 
47. Neural Network 
48. Nonlinear Regression 
49. Nonlinear Models 
50. Nonparametric: Chi-Square Goodness of 

Fit 
51. Nonparametric: Chi-Square 

Independence 
52. Nonparametric: Chi-Square Population 

Variance 
53. Nonparametric: Friedman Test 
54. Nonparametric: Kruskal-Wallis Test 
55. Nonparametric: Lilliefors Test 
56. Nonparametric: Runs Test 
57. Nonparametric: Wilcoxon Signed-Rank 

(One Var) 
58. Nonparametric: Wilcoxon Signed-Rank 

(Two Var) 
59. Parametric: One Variable (T) Mean 
60. Parametric: One Variable (Z) Mean 
61. Parametric: One Variable (Z) Proportion 
62. Parametric: Two Variable (F) Variances 
63. Parametric: Two Variable (T) Dependent 

Means 
64. Parametric: Two Variable (T) 

Independent Equal Variance 
65. Parametric: Two Variable (T) 

Independent Unequal Variance 
66. Parametric: Two Variable (Z) 

Independent Means 
67. Parametric: Two Variable (Z) 

Independent Proportions 
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68. Power 
69. Principal Component Analysis 
70. Rank Ascending 
71. Rank Descending 
72. Relative LN Returns 
73. Relative Returns 
74. Seasonality 
75. Segmentation Clustering 
76. Semi-Standard Deviation (Lower) 
77. Semi-Standard Deviation (Upper) 
78. Standard 2D Area 
79. Standard 2D Bar 
80. Standard 2D Line 
81. Standard 2D Point 
82. Standard 2D Scatter 
83. Standard 3D Area 
84. Standard 3D Bar 
85. Standard 3D Line 
86. Standard 3D Point 
87. Standard 3D Scatter 
88. Standard Deviation (Population) 
89. Standard Deviation (Sample) 
90. Stepwise Regression (Backward) 
91. Stepwise Regression (Correlation) 
92. Stepwise Regression (Forward) 
93. Stepwise Regression (Forward-

Backward) 
94. Stochastic Processes (Exponential 

Brownian Motion) 
95. Stochastic Processes (Geometric 

Brownian Motion) 
96. Stochastic Processes (Jump Diffusion) 
97. Stochastic Processes (Mean Reversion 

with Jump Diffusion) 
98. Stochastic Processes (Mean Reversion) 
99. Structural Break 
100. Sum 
101. Time-Series Analysis (Auto) 
102. Time-Series Analysis (Double 

Exponential Smoothing) 
103. Time-Series Analysis (Double Moving 

Average) 

104. Time-Series Analysis (Holt-Winter’s 
Additive) 

105. Time-Series Analysis (Holt-Winter’s 
Multiplicative) 

106. Time-Series Analysis (Seasonal 
Additive) 

107. Time-Series Analysis (Seasonal 
Multiplicative) 

108. Time-Series Analysis (Single 
Exponential Smoothing) 

109. Time-Series Analysis (Single Moving 
Average) 

110. Trend Line (Difference Detrended) 
111. Trend Line (Exponential Detrended) 
112. Trend Line (Exponential) 
113. Trend Line (Linear Detrended) 
114. Trend Line (Linear) 
115. Trend Line (Logarithmic Detrended) 
116. Trend Line (Logarithmic) 
117. Trend Line (Moving Average Detrended) 
118. Trend Line (Moving Average) 
119. Trend Line (Polynomial Detrended) 
120. Trend Line (Polynomial) 
121. Trend Line (Power Detrended) 
122. Trend Line (Power) 
123. Trend Line (Rate Detrended) 
124. Trend Line (Static Mean Detrended) 
125. Trend Line (Static Median Detrended) 
126. Variance (Population) 
127. Variance (Sample) 
128. Volatility: EGARCH 
129. Volatility: EGARCH-T 
130. Volatility: GARCH 
131. Volatility: GARCH-M 
132. Volatility: GJR GARCH 
133. Volatility: GJR TGARCH 
134. Volatility: Log Returns Approach 
135. Volatility: TGARCH 
136. Volatility: TGARCH-M 
137. Yield Curve (Bliss) 
138. Yield Curve (Nelson-Siegel) 
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Quick Getting Started Guide 

The ROV BizStats software is an applied statistics tool that is focused on user-friendliness but yet 
is powerful enough to solve most day-to-day statistical problems. This new ROV BizStats tool is a 
very powerful and fast module that is used for running business statistics and analytical models 
on your data. It covers more than 130 business statistics and analytical models (Figures 1 through 
4).  
 
The following provides a few quick getting started steps on running the ROV BizStats module and 
details on each of the elements in the software, while the remaining sections of this user manual 
are dedicated to explaining and exploring some of the most critical statistical methodologies 
available in ROV BizStats.  
 
Procedure 
 

 Run ROV BizStats at Start | Programs | Real Options Valuation | ROV BizStats | 
ROV BizStats 2011 and click on Example to load a sample data and model profile [A] or 
type in your data or copy/paste from another software such as Excel or Word/text file into 
the data grid in Step 1 [D] (Figure 1). You can add your own notes or variable names in 
the first Notes row [C]. 

 Select the relevant model [F] to run in Step 2 and using the example data input settings 
[G], enter in the relevant variables [H]. Separate variables for the same parameter using 
semicolons and use a new line (hit Enter to create a new line) for different parameters. 

 Click Run [I] to compute the results [J]. You can view any relevant analytical results, 
charts, or statistics from the various tabs in Step 3. 

 If required, you can provide a model name to save into the profile in Step 4 [L]. Multiple 
models can be saved in the same profile. Existing models can be edited or deleted [M] 
and rearranged in order of appearance [N], and all the changes can be saved [O] into a 
single profile with the file name extension *.bizstats.  

  
 Notes 
 

 The data grid size can be set in the menu, where the grid can accommodate up to 1,000 
variable columns with 1 million rows of data per variable. The menu also allows you to 
change the language settings and decimal settings for your data. 

 To get started, it is always a good idea to load the example file [A] that comes complete 
with some data and pre-created models [S] (Figure 2). You can double-click on any of 
these models to run them and the results are shown in the report area [J], which 
sometimes can be a chart or model statistics [T/U]. Using this example file, you can now 
see how the input parameters [H] are entered based on the model description [G], and 
you can proceed to create your own custom models.  

 Click on the variable headers [D] to select one or multiple variables at once, and then 
right-click to add, delete, copy, paste, or visualize [P] the variables selected.  

 Models can also be entered using a Command console [V/W/X] (Figure 3). To see how 
this works, double-click to run a model [S] and go to the Command console [V]. You can 
replicate the model or create your own and click Run Command [X] when ready. Each 
line in the console represents a model and its relevant parameters. 

 The entire *.bizstats profile (where data and multiple models are created and saved) can 
be edited directly in XML [Z] by opening the XML Editor from the File menu (Figure 4). 
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Changes to the profile can be programmatically made here and take effect once the file is 
saved. 

 
Tips 
 

 Click on the data grid’s column header(s) to select the entire column(s) or variable(s), 
and once selected, you can right-click on the header to Auto Fit the column, or to Cut, 
Copy, Delete, or Paste data. You can also click on and select multiple column headers to 
select multiple variables and right-click and select Visualize to chart the data. 

 If a cell has a large value that is not completely displayed, click on and hover your mouse 
over that cell and you will see a pop-up comment showing the entire value, or simply 
resize the variable column (drag the column to make it wider, double-click on the 
column’s edge to auto fit the column, or right-click on the column header and select Auto 
Fit). 

 Use the up, down, left, and right keys to move around the grid, or use the Home and End 
keys on the keyboard to move to the far left and far right of a row. You can also use 
combination keys such as Ctrl+Home to jump to the top left cell, Ctrl+End to the bottom 
right cell, Shift+Up/Down to select a specific area, and so forth. 

 You can enter short notes for each variable on the Notes row. Remember to make your 
notes short and simple.  

 Try out the various chart icons on the Visualize tab to change the look and feel of the 
charts (e.g., rotate, shift, zoom, change colors, add legend, etc.). 

 The Copy button is used to copy the Results, Charts, and Statistics tabs in Step 3 after a 
model is run. If no models are run, then the Copy function will only copy a blank page.  

 The Report button will only run if there are saved models in Step 4 or if there are data in 
the grid, otherwise the report generated will be empty. You will also need Microsoft 
Excel to be installed to run the data extraction and results reports, and Microsoft 
PowerPoint available to run the chart reports. 

 When in doubt about how to run a specific model or statistical method, start the Example 
profile and review how the data is setup in Step 1 or how the input parameters are entered 
in Step 2. You can use these as getting started guides and templates for your own data 
and models. 

 The language can be changed in the Language menu. Note that currently there are 10 
languages available in the software with more to be added later. However, sometimes 
certain limited results will still be shown in English.  

 You can change how the list of models in Step 2 is shown by changing the View drop-
down list. You can list the models alphabetically, categorically, and by data input 
requirements––note that in certain Unicode languages (e.g., Chinese, Japanese, and 
Korean), there is no alphabetical arrangement and, therefore, the first option will be 
unavailable.  

 The software can handle different regional decimal and numerical settings (e.g., one 
thousand dollars and fifty cents can be written as 1,000.50 or 1.000,50 or 1’000,50 etc.). 
The decimal settings can be set in ROV BizStats’ menu Data | Decimal Settings. 
However, when in doubt, please change the computer’s regional settings to English USA 
and keep the default North America 1,000.50 in ROV BizStats (this setting is guaranteed 
to work with ROV BizStats and the default examples).   
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Figure 1 – ROV BizStats (Statistical Analysis) 

 

 
Figure 2 – ROV BizStats (Data Visualization and Results Charts) 
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Figure 3 – ROV BizStats (Command Console) 

 

 
Figure 4 – ROV BizStats (XML Editor) 
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Distributional Charts and Tables is a Probability Distribution tool that is a very powerful and 
fast module used for generating distribution charts and tables (Figures 5 through 8).  
 
Procedure 
 

 Run ROV BizStats at Start | Programs | Real Options Valuation | ROV BizStats | 
ROV Probability Distributions, click on the Apply Global Inputs button to load a 
sample set of input parameters or enter your own inputs, and click Run to compute the 
results. The resulting four moments and CDF, ICDF, and PDF are computed for each of 
the 45 probability distributions (Figure 5). 

 
Figure 5 – Probability Distribution Tool (45 Probability Distributions) 

 
 Click on the Charts and Tables tab (Figure 6), select a distribution [A] (e.g., Arcsine), 

choose if you wish to run the CDF, ICDF, or PDF [B], enter the relevant inputs, and click 
Run Chart or Run Table [C]. You can switch between the Charts and Table tab to view 
the results as well as try out some of the chart icons [E] to see the effects on the chart. 

 You can also change two parameters [H] to generate multiple charts and distribution 
tables by entering the From/To/Step input or using the Custom inputs and then hitting 
Run. For example, as illustrated in Figure 7, run the Beta distribution and select PDF [G], 
select Alpha and Beta to change [H] using custom [I] inputs and enter the relevant input 
parameters: 2;5;5 for Alpha and 5;3;5 for Beta [J], and click Run Chart. This will 
generate three Beta distributions [K]: Beta (2,5), Beta (5,3), and Beta (5,5) [L]. Explore 
various chart types, gridlines, language, and decimal settings [M], and try rerunning the 
distribution using theoretical versus empirically simulated values [N]. 

 Figure 8 illustrates the probability tables generated for a binomial distribution where the 
probability of success and number of successful trials (random variable X) are selected to 
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vary [O] using the From/To/Step option. Try to replicate the calculation as shown and 
click on the Table tab [P] to view the created probability density function results. This 
example uses a binomial distribution with a starting input set of Trials = 20, Probability 
(of success) = 0.5, and Random X, or Number of Successful Trials, = 10, where the 
Probability of Success is allowed to change from 0., 0.25, …, 0.50 and is shown as the 
row variable, and the Number of Successful Trials is also allowed to change from 0, 1, 2, 
…, 8 and is shown as the column variable. PDF is chosen and, hence, the results in the 
table show the probability that the given events occur. For instance, the probability of 
getting exactly 2 successes when 20 trials are run where each trial has a 25% chance of 
success is 0.0669, or 6.69%.  

 

 
Figure 6 – ROV Probability Distribution (PDF and CDF Charts) 



ROV BizStats – User Manual 18 © Copyright 2005-2011 Dr. Johnathan Mun 

 
Figure 7 – ROV Probability Distribution (Multiple Overlay Charts) 

 

 
Figure 8 – ROV Probability Distribution (Distribution Tables) 
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The Percentile Distributional Fitting tool (Figure 9) is an alternate way of fitting probability 
distributions. Start the tool from Start | Programs | ROV Probability Fitting Percentiles, 
choose the probability distribution and types of inputs you wish to use, enter the parameters, and 
click Run to obtain the results. Review the fitted R-square results and compare the empirical 
versus theoretical fitting results to determine if your distribution is a good fit. There are several 
related tools in the ROV Risk Simulator software and ROV Quantitative Data Miner software, and 
each has its own uses and advantages: 
 

• Distributional Fitting (Percentiles)––using an alternate method of entry (percentiles and 
first/second moment combinations) to find the best-fitting parameters of a specified 
distribution without the need for having raw data. This method is suitable for use when 
there are insufficient data, only when percentiles and moments are available, or as a 
means to recover the entire distribution with only two or three data points but the 
distribution type needs to be assumed or known. 

• Distributional Fitting (Single Variable)––using statistical methods to fit your raw data to 
all 42 distributions to find the best-fitting distribution and its input parameters. Multiple 
data points are required for a good fit, and the distribution type may or may not be known 
ahead of time. 

• Distributional Fitting (Multiple Variables)––using statistical methods to fit your raw data 
on multiple variables at the same time. This method uses the same algorithms as the 
single variable fitting, but incorporates a pairwise correlation matrix between the 
variables. Multiple data points are required for a good fit, and the distribution type may 
or may not be known ahead of time. 

• Custom Distribution (Set Assumption)––using nonparametric resampling techniques to 
generate a custom distribution with the existing raw data and to simulate the distribution 
based on this empirical distribution. Fewer data points are required, and the distribution 
type is not known ahead of time. 
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Figure 9 – Percentile Distributional Fitting Tool 
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1. BASIC STATISTICS 

Descriptive Statistics 

Almost all distributions can be described within four moments (some distributions require one 
moment, while others require two moments, etc.). Descriptive statistics quantitatively captures 
these moments. The first moment describes the location of a distribution (i.e., mean, median, and 
mode) and is interpreted as the expected value, expected returns, or the average value of 
occurrences. 
 
The second moment measures a distribution's spread, or width, and is frequently described using 
measures such as Standard Deviations, Variances, Quartiles, and Inter-Quartile Ranges. Standard 
deviation is a popular measure indicating the average deviation of all data points from their mean. 
It is a popular measure as it is frequently associated with risk (higher standard deviations meaning 
a wider distribution, higher risk, or wider dispersion of data points around the mean value) and its 
units are identical to the units in the original data set. 
 
Skewness is the third moment in a distribution. Skewness characterizes the degree of asymmetry 
of a distribution around its mean. Positive skewness indicates a distribution with an asymmetric 
tail extending toward more positive values. Negative skewness indicates a distribution with an 
asymmetric tail extending toward more negative values. 
 
Kurtosis characterizes the relative peakedness or flatness of a distribution compared to the normal 
distribution. It is the fourth moment in a distribution. A positive kurtosis value indicates a 
relatively peaked distribution. A negative kurtosis indicates a relatively flat distribution. The 
kurtosis measured here has been centered to zero (certain other kurtosis measures are centered on 
3.0). While both are equally valid, centering across zero makes the interpretation simpler. A high 
positive kurtosis indicates a peaked distribution around its center and leptokurtic or fat tails. This 
indicates a higher probability of extreme events (e.g., catastrophic events, terrorist attacks, stock 
market crashes) than is predicted in a normal distribution. 

Correlation Matrix  

The Correlation module lists the Pearson's product moment correlations (commonly referred to as 
the Pearson’s R) between variable pairs. The correlation coefficient ranges between –1.0 and +1.0 
inclusive. The sign indicates the direction of association between the variables, while the 
coefficient indicates the magnitude or strength of association. The Pearson's R only measures a 
linear relationship and is less effective in measuring nonlinear relationships. 
 
A hypothesis t-test is performed on the Pearson’s R and the p-values are reported. If the 
calculated p-value is less than or equal to the significance level used in the test, then reject the 
null hypothesis and conclude that there is a significant correlation between the two variables in 
question. Otherwise, the correlation is not statistically significant. 
 
Finally, a Spearman Rank-Based Correlation is also included. The Spearman’s R first ranks the 
raw data then performs the correlation calculation, which allows it to better capture nonlinear 
relationships. The Pearson’s R is a parametric test and the underlying data is assumed to be 
normally distributed, hence, the t-test can be applied. However, the Spearman’s R is a 
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nonparametric test, where no underlying distributions are assumed, and, hence, the t-test cannot 
be applied.  

Variance-Covariance Matrix  

The Covariance measures the average of the products of deviations for each data point pair. Use 
covariance to determine the relationship between two variables. The covariance is related to the 
correlation in that the correlation is the covariance divided by the product of the two variables’ 
standard deviation, standardizing the correlation measurement to be unitless and between –1 and 
+1.  
 
Covariance is used when the units of the variables are similar, allowing for easy comparison of 
the magnitude of variability about their respective means. The covariance of the same variable is 
also known as the variance. The variance of a variable is the square of its standard deviation. This 
is why standardizing the variance through dividing it by the variable’s standard deviation (twice) 
yields a correlation of 1.0, indicating that a variable is perfectly correlated to itself. 
 
It must be stressed that a high covariance does not imply causation. Associations between 
variables in no way imply that the change of one variable causes another variable to change. Two 
variables that are moving independently of each other but in a related path may have a high 
covariance but their relationship might be spurious. In order to capture this relationship, use 
regression analysis instead. 

Basic Statistics 

The following basic statistical functions are also included in ROV BizStats and their short 
definitions are listed below: 

Absolute Values 

Computes the absolute value of a number where it is the number without its sign. 

Average 

Computes the average or arithmetic mean of the rows of data for the selected variable.  

Count 

Computes how many numbers there are in the rows of data for the selected variable. 

Difference 

Computes the difference of the current period from the previous period. 

Lag 

Returns the value lagged some number of periods (the entire chronological data set is shifted 
down the number of lagged periods specified). 
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Lead 

Returns the value leading by some number of periods (the entire chronological data set is shifted 
up the number of lead periods specified). 

LN 

Computes the natural logarithm. 

Log 

Computes the logarithmic value of some specified base.  

Max 

Computes the maximum of the rows of data for the selected variable. 

Median 

Computes the median of the rows of data for the selected variable. 

Min 

Computes the minimum of the rows of data for the selected variable. 

Mode 

Computes the mode or most frequently occurring of data points for the selected variable. 

Power 

Computes the result of a number raised to a specified power. 

Rank Ascending 

Ranks the rows of data for the selected variable in ascending order. 

Rank Descending 

Ranks the rows of data for the selected variable in descending order. 

Relative LN Returns 

Computes the natural logarithm of the relative returns from one period to another, where the 
relative return is computed as the current value divided by its previous value. 

Relative Returns 

Computes the relative return where the current value is divided by its previous value. 

Semi-Standard Deviation (Lower) 

Computes the sample standard deviation of data points below a specified value. 



ROV BizStats – User Manual 24 © Copyright 2005-2011 Dr. Johnathan Mun 

Semi-Standard Deviation (Upper) 

Computes the sample standard deviation of data points above a specified value. 

Standard Deviation (Population) 

Computes the population standard deviation of the rows of data for the selected variable. 

Standard Deviation (Sample) 

Computes the sample standard deviation of the rows of data for the selected variable. 

Variance (Population) 

Computes the population variance of the rows of data for the selected variable. 

Variance (Sample) 

Computes the sample variance of the rows of data for the selected variable. 

Sum 

Computes the sum total of all the rows of data for the selected variable. 
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2. HYPOTHESIS TESTING: BASIC MODEL CHOOSER 

Using the correct model or statistical methodology is clearly the first step in your analysis. 
Figures 2.1 through 2.4 illustrate some of the logic behind some basic statistical models and how 
to choose the correct methodology. They also provide a great set of quick guidelines for model 
selection. 
 
A hypothesis test is a statistical test used to determine the characteristics of a population by 
testing a small sample collected from the population. In most cases, the population to be studied 
might be too large, difficult, or expensive to be completely sampled (e.g., all 100 million 
registered voters in the United States in a particular election) and, hence, a smaller sample (e.g., a 
random sample of 1,100 voters from 20 cities) is collected and the sample statistics are tabulated. 
Then, using hypothesis tests, the characteristics of the entire population can be inferred from this 
small sample. ROV BizStats allows the user to test one-variable, two-variable, and multiple-
variable hypotheses tests.  

 
To perform a hypothesis test, first set up the null hypothesis (H0) and the alternate hypothesis 
(Ha). Here are some quick rules: 
 

a) Always set up the alternate hypothesis first, then the null hypothesis. 
b) The alternate hypothesis must always have the following signs: > or < or .  
c) The null hypothesis must always have the following signs:   or   or =.  
d) If the alternate hypothesis is , then it’s a two-tailed test; if <, then it’s a left (one) tailed; 

and  if >, then it’s a right (one) tailed test 
 
Then, collect the sample data.  
 
Next, using ROV BizStats, run the appropriate hypothesis tests. You can use the Model Chooser 
diagrams provided as Figures 2.1 through 2.4 to help you find the right hypothesis test to run 
under different conditions.  
 
Then, depending on the results obtained from ROV BizStats, make the relevant conclusions about 
the population based on the sample data collected. That is, if the p-value is less than the 
significance level (the significance level is selected by the user and is usually 0.10, 0.05, or 
0.01) tested, reject the null hypothesis and accept the alternate hypothesis.  

Two-Tailed Hypothesis Test        

A two-tailed hypothesis tests the null hypothesis such that the population median of the sample 
data set is statistically identical to the hypothesized median. The alternative hypothesis is that the 
real population median is statistically different from the hypothesized median when tested using 
the sample data set. If the calculated p-value is less than or equal to the alpha significance value, 
then reject the null hypothesis and accept the alternate hypothesis. Otherwise, if the p-value is 
higher than the alpha significance value, do not reject the null hypothesis. 
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Right-Tailed Hypothesis Test  

A right-tailed hypothesis tests the null hypothesis such that the population median of the sample 
data set is statistically less than or equal to the hypothesized median. The alternative hypothesis is 
that the real population median is statistically greater than the hypothesized median when tested 
using the sample data set. If the calculated p-value is less than or equal to the alpha significance 
value, then reject the null hypothesis and accept the alternate hypothesis. Otherwise, if the p-
value is higher than the alpha significance value, do not reject the null hypothesis. 

Left-Tailed Hypothesis Test         

A left-tailed hypothesis tests the null hypothesis such that the population median of the sample 
data set is statistically greater than or equal to the hypothesized median. The alternative 
hypothesis is that the real population median is statistically less than the hypothesized median 
when tested using the sample data set. If the calculated p-value is less than or equal to the alpha 
significance value, then reject the null hypothesis and accept the alternate hypothesis. Otherwise, 
if the p-value is higher than the alpha significance value, do not reject the null hypothesis.   
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Figure 2.1 – Model Selection Flowchart 
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Figure 2.2 – One-Variable Hypothesis Test 
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Figure 2.3 – Two-Variable Hypothesis Test 
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Figure 2.4 – Multiple-Variable Hypothesis Test 
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3. HYPOTHESIS TESTING: PARAMETRIC MODELS 

One-Variable Testing for Means (T-Test)  

This one-variable t-test of means is appropriate when the population standard deviation is not 
known but the sampling distribution is assumed to be approximately normal (the t-test is used 
when the sample size is less than 30). This t-test can be applied to three types of hypothesis tests 
to be examined—a two-tailed test, a right-tailed test, and a left-tailed test—based on the sample 
data set if the population mean is equal to, less than, or greater than the hypothesized mean. 
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population mean is not equal to (two-tailed test), less 
than (left-tailed test), or greater than (right-tailed test) the hypothesized mean based on the sample 
tested. Otherwise, the true population mean is statistically similar to the hypothesized mean. 

One-Variable Testing for Means (Z-Test)  

The one-variable Z-test is appropriate when the population standard deviation is known, and the 
sampling distribution is assumed to be approximately normal (this applies when the number of 
data points exceeds 30). This Z-test can be applied to three types of hypothesis tests to be 
examined—a two-tailed test, a right-tailed test, and a left-tailed test—based on the sample data 
set if the population mean is equal to, less than, or greater than the hypothesized mean. 
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population mean is not equal to (two-tailed test), less 
than (left-tailed test), or greater than (right-tailed test) the hypothesized mean based on the sample 
tested. Otherwise, the true population mean is statistically similar to the hypothesized mean. 

One-Variable Testing for Proportions (Z-Test)  

The one-variable Z-test for proportions is appropriate when the sampling distribution is assumed 
to be approximately normal (this applies when the number of data points exceeds 30, and when 
the number of data points, N, multiplied by the hypothesized population proportion mean, P, is 
greater than or equal to five, or NP ≥ 5 ). The data used in the analysis have to be proportions and 
be between 0 and 1. This Z-test can be applied to three types of hypothesis tests to be examined—
a two-tailed test, a right-tailed test, and a left-tailed test—based on the sample data set if the 
population mean is equal to, less than, or greater than the hypothesized mean.  
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population mean is not equal to (two-tailed test), less 
than (left-tailed test), or greater than (right-tailed test) the hypothesized mean based on the sample 
tested. Otherwise, the true population mean is statistically similar to the hypothesized mean. 

Two Variables with Dependent Means (T-Test)  

The two-variable dependent t-test is appropriate when the population standard deviation is not 
known but the sampling distribution is assumed to be approximately normal (the t-test is used 
when the sample size is less than 30). In addition, this test is specifically formulated for testing 



ROV BizStats – User Manual 32 © Copyright 2005-2011 Dr. Johnathan Mun 
 
 

the same or similar samples before and after an event (e.g., measurements taken before a medical 
treatment are compared against those measurements taken after the treatment to see if there is a 
difference). This t-test can be applied to three types of hypothesis tests: a two-tailed test, a right-
tailed test, and a left-tailed test.   
 
Suppose that a new heart medication was administered to 100 patients (N = 100) and the heart 
rates before and after the medication was administered were measured. The two dependent 
variables t-test can be applied to determine if the new medication is effective by testing to see if 
there are statistically different "before and after" averages. The dependent variables test is used 
here because there is only a single sample collected (the same patients' heartbeats were measured 
before and after the new drug administration). 
 
The two-tailed null hypothesis tests that the true population’s mean of the difference between the 
two variables is zero, versus the alternate hypothesis that the difference is statistically different 
from zero. The right-tailed null hypothesis test is such that the differences in the population 
means (first mean less second mean) is statistically less than or equal to zero (which is identical 
to saying that mean of the first sample is less than or equal to the mean of the second sample). 
The alternative hypothesis is that the real populations’ mean difference is statistically greater than 
zero when tested using the sample data set (which is identical to saying that the mean of the first 
sample is greater than the mean of the second sample). The left-tailed null hypothesis test is such 
that the differences in the population means (first mean less second mean) is statistically greater 
than or equal to zero (which is identical to saying that the mean of the first sample is greater than 
or equal to the mean of the second sample). The alternative hypothesis is that the real 
populations’ mean difference is statistically less than zero when tested using the sample data set 
(which is identical to saying that the mean of the first sample is less than the mean of the second 
sample).  
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population difference of the population means is not 
equal to (two-tailed test), less than (left-tailed test), or greater than (right-tailed test) zero based 
on the sample tested. Otherwise, the true population mean is statistically similar to the 
hypothesized mean. 

Two (Independent) Variables with Equal Variances (T-Test)  

The two-variable t-test with equal variances is appropriate when the population standard 
deviation is not known but the sampling distribution is assumed to be approximately normal (the 
t-test is used when the sample size is less than 30). In addition, the two independent samples are 
assumed to have similar variances.  
 
For illustration, suppose that a new engine design is tested against an existing engine design to 
see if there is a statistically significant different between the two. The t-test on two (independent) 
variables with equal variances can be applied. This test is used because there are two distinctly 
different samples collected here (new engine and existing engine) but the variances of both 
samples are assumed to be similar (the means may or may not be similar, but the fluctuations 
around the mean are assumed to be similar). 
 
This t-test can be applied to three types of hypothesis tests: a two-tailed test, a right-tailed test, 
and a left-tailed test. A two-tailed hypothesis tests the null hypothesis, H0, such that the 
populations’ mean difference (HMD) between the two variables is statistically identical to the 



ROV BizStats – User Manual 33 © Copyright 2005-2011 Dr. Johnathan Mun 
 
 

hypothesized mean differences. If HMD is set to zero, this is the same as saying that the first 
mean equals the second mean. The alternative hypothesis, Ha, is that the difference between the 
real population means is statistically different from the hypothesized mean differences when 
tested using the sample data set. If HMD is set to zero, this is the same as saying that the first 
mean does not equal the second mean. 
 
A right-tailed hypothesis tests the null hypothesis, H0, such that the population mean differences 
between the two variables is statistically less than or equal to the hypothesized mean differences. 
If HMD is set to zero, this is the same as saying that the first mean is less than or equals the 
second mean. The alternative hypothesis, Ha, is that the real difference between population means 
is statistically greater than the hypothesized mean differences when tested using the sample data 
set. If HMD is set to zero, this is the same as saying that the first mean is greater than the second 
mean. 
 
A left-tailed hypothesis tests the null hypothesis, H0, such that the differences between the 
population means of the two variables is statistically greater than or equal to the hypothesized 
mean differences. If HMD is set to zero, this is the same as saying that the first mean is greater 
than or equals the second mean. The alternative hypothesis, Ha, is that the real difference between 
population means is statistically less than the hypothesized mean difference when tested using the 
sample data set. If HMD is set to zero, this is the same as saying that the first mean is less than 
the second mean. 
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population difference of the population means is not 
equal to (two-tailed test), less than (left-tailed test), or greater than (right-tailed test) HMD based 
on the sample tested. Otherwise, the true difference of the population means is statistically similar 
to the HMD. 
 
For data requirements, see the preceding section, Two Variables with Dependent Means (T-Test). 

Two (Independent) Variables with Unequal Variances (T-Test)  

The two-variable t-test with unequal variances (the population variance of sample 1 is expected to 
be different from the population variance of sample 2) is appropriate when the population 
standard deviation is not known but the sampling distribution is assumed to be approximately 
normal (the t-test is used when the sample size is less than 30). In addition, the two independent 
samples are assumed to have similar variances.  
 
To illustrated, suppose that a new customer relationship management (CRM) process is being 
evaluated for its effectiveness, and the customer satisfaction rankings between two hotels (one 
with and the other without CRM implemented) are collected. The t-test on two (independent) 
variables with unequal variances can be applied. This test is used here because there are two 
distinctly different samples collected (customer survey results of two different hotels) and the 
variances of both samples are assumed to be dissimilar (due to the difference in geographical 
location, plus the demographics and psychographics of the customers are different on both 
properties). 
 
This t-test can be applied to three types of hypothesis tests: a two-tailed test, a right-tailed test, 
and a left-tailed test. A two-tailed hypothesis tests the null hypothesis, H0, such that the 
population mean differences between the two variables are statistically identical to the 
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hypothesized mean differences. If HMD is set to zero, this is the same as saying that the first 
mean equals the second mean. The alternative hypothesis, Ha, is that the real difference between 
the population means is statistically different from the hypothesized mean differences when tested 
using the sample data set. If HMD is set to zero, this is the same as saying that the first mean does 
not equal the second mean. 
 
A right-tailed hypothesis tests the null hypothesis, H0, such that the difference between the two 
variables’ population means is statistically less than or equal to the hypothesized mean 
differences. If HMD is set to zero, this is the same as saying that the first mean is less than or 
equals the second mean. The alternative hypothesis, Ha, is that the real populations’ mean 
difference is statistically greater than the hypothesized mean differences when tested using the 
sample data set. If HMD is set to zero, this is the same as saying that the first mean is greater than 
the second mean. 
 
A left-tailed hypothesis tests the null hypothesis, H0, such that the difference between the two 
variables’ population means is statistically greater than or equal to the hypothesized mean 
differences. If HMD is set to zero, this is the same as saying that the first mean is greater than or 
equals the second mean. The alternative hypothesis, Ha, is that the real difference between 
population means is statistically less than the hypothesized mean difference when tested using the 
sample data set. If HMD is set to zero, this is the same as saying that the first mean is less than 
the second mean. 
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population difference of the population means is not 
equal to (two-tailed test), less than (left-tailed test), or greater than (right-tailed test) the 
hypothesized mean based on the sample tested. Otherwise, the true difference of the population 
means is statistically similar to the hypothesized mean. 

Two (Independent) Variables Testing for Means (Z-Test)  

The two-variable Z-test is appropriate when the population standard deviations are known for the 
two samples, and the sampling distribution of each variable is assumed to be approximately 
normal (this applies when the number of data points of each variable exceeds 30).  
 
To illustrate, suppose that a market survey was conducted on two different markets, the sample 
collected is large (N must exceed 30 for both variables), and the researcher is interested in testing 
whether there is a statistically significant difference between the two markets. Further suppose 
that such a market survey has been performed many times in the past and the population standard 
deviations are known. A two independent variables Z-test can be applied because the sample size 
exceeds 30 on each market and the population standard deviations are known. 
 
This Z-test can be applied to three types of hypothesis tests: a two-tailed test, a right-tailed test, 
and a left-tailed test. A two-tailed hypothesis tests the null hypothesis, H0, such that the difference 
between the two population means is statistically identical to the hypothesized mean. The 
alternative hypothesis, Ha, is that the real difference between the two population means is 
statistically different from the hypothesized mean when tested using the sample data set. 
 
A right-tailed hypothesis tests the null hypothesis, H0, such that the difference between the two 
population means is statistically less than or equal to the hypothesized mean. The alternative 
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hypothesis, Ha, is that the real difference between the two population means is statistically greater 
than the hypothesized mean when tested using the sample data set. 
 
A left-tailed hypothesis tests the null hypothesis, H0, such that the difference between the two 
population means is statistically greater than or equal to the hypothesized mean. The alternative 
hypothesis, Ha, is that the real difference between the two population means is statistically less 
than the hypothesized mean when tested using the sample data set. 

Two (Independent) Variables Testing for Proportions (Z-Test)  

The two-variable Z-test on proportions is appropriate when the sampling distribution is assumed 
to be approximately normal (this applies when the number of data points of both samples exceeds 
30). Further, the data should all be proportions and be between 0 and 1.  
 
To illustrate, suppose that a brand research was conducted on two different headache pills, the 
sample collected is large (N must exceed 30 for both variables), and the researcher is interested in 
testing whether there is a statistically significant difference between the proportion of headache 
sufferers of both samples using the different headache medication. A two independent variables 
Z-test for proportions can be applied because the sample size exceeds 30 on each market, and the 
data collected are proportions. 
 
This Z-test can be applied to three types of hypothesis tests: a two-tailed test, a right-tailed test, 
and a left-tailed test. A two-tailed hypothesis tests the null hypothesis, H0, that the difference in 
the population proportion is statistically identical to the hypothesized difference (if the 
hypothesized difference is set to zero, the null hypothesis tests if the population proportions of the 
two samples are identical). The alternative hypothesis, Ha, is that the real difference in population 
proportions is statistically different from the hypothesized difference when tested using the 
sample data set. 
 
A right-tailed hypothesis tests the null hypothesis, H0, that the difference in the population 
proportion is statistically less than or equal to the hypothesized difference (if the hypothesized 
difference is set to zero, the null hypothesis tests if population proportion of sample 1 is equal to 
or less than the population proportion of sample 2). The alternative hypothesis, Ha, is that the real 
difference in population proportions is statistically greater than the hypothesized difference when 
tested using the sample data set. 
 
A left-tailed hypothesis tests the null hypothesis, H0, that the difference in the population 
proportion is statistically greater than or equal to the hypothesized difference (if the hypothesized 
difference is set to zero, the null hypothesis tests if population proportion of sample 1 is equal to 
or greater than the population proportion of sample 2). The alternative hypothesis, Ha, is that the 
real difference in population proportions is statistically less than the hypothesized difference 
when tested using the sample data set. 

Two (Independent) Variables Testing for Variances (F-Test)  

The two-variable F-test analyzes the variances from two samples (the population variance of 
sample 1 is tested with the population variance of sample 2 to see if they are equal) and is 
appropriate when the population standard deviation is not known but the sampling distribution is 
assumed to be approximately normal. The measurement of variation is a key issue in Six Sigma 
and quality control applications. In this illustration, suppose that the variation or variance around 
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the units produced in a manufacturing process is compared to another process to determine which 
process is more variable and, hence, less predictable in quality. 
 
This F-test can typically be applied to a single hypothesis test: a two-tailed test. A two-tailed 
hypothesis tests the null hypothesis, H0, such that the population variance of the two variables is 
statistically identical. The alternative hypothesis, Ha, is that the population variances are 
statistically different from one another when tested using the sample data set. 
 
If the calculated p-value is less than or equal to the significance level in the test, then reject the 
null hypothesis and conclude that the true population variances of the two variables are not 
statistically equal to one another. Otherwise, the true population variances are statistically similar 
to each other. 
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4. NONPARAMETRIC ANALYSIS 

The Basics of Nonparametric Methodologies 

Nonparametric techniques make no assumptions about the specific shape or distribution from 
which the sample is drawn. This lack of assumptions makes it different from the other hypotheses 
tests such as ANOVA or t-tests (parametric tests) where the sample is assumed to be drawn from 
a population that is normally or approximately normally distributed. If normality is assumed, the 
power of the test is higher due to this normality restriction. However, if flexibility on 
distributional requirements is needed, then nonparametric techniques are superior. In general, 
nonparametric methodologies provide the following advantages over other parametric tests: 
 

 Normality or approximate normality does not have to be assumed. 
 Fewer assumptions about the population are required; that is, nonparametric tests do not 

require that the population assume any specific distribution. 
 Smaller sample sizes can be analyzed. 
 Samples with nominal and ordinal scales of measurement can be tested. 
 Sample variances do not have to be equal, whereas equality is required in parametric 

tests. 
 
However, several caveats are worthy of mention: 
 

 Compared to parametric tests, nonparametric tests use data less efficiently. 
 The power of the test is lower than that of the parametric tests. 

 
Therefore, if all the required assumptions are satisfied, it is better to use parametric tests. 
However, in reality, it may be difficult to justify these distributional assumptions, or small sample 
sizes may exist, requiring the need for nonparametric tests. Thus, nonparametric tests should be 
used when the data are nominal or ordinal, or when the data are interval or ratio but the normality 
assumption is not met.  
 
The following covers each of the nonparametric tests available for use in the software.  

Chi-Square Goodness-of-Fit Test  

 
The Chi-Square test for goodness of fit is used to determine whether a sample data set could have 
been drawn from a population having a specified probability distribution. The probability 
distribution tested here is the normal distribution. The null hypothesis (H0) tested is such that the 
sample is randomly drawn from the normal distribution, versus the alternate hypothesis (Ha) that 
the sample is not from a normal distribution. If the calculated p-value is less than or equal to the 
alpha significance value, then reject the null hypothesis and accept the alternate hypothesis. 
Otherwise, if the p-value is higher than the alpha significance value, do not reject the null 
hypothesis.   
 
For the Chi-Square goodness-of-fit test, create data tables such as the one below, and select the 
data in the blue area (e.g., select the data from D6 to E13, or data points 800 to 4). To extend the 
data set, just add more observations (rows).  
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Chi-Square Test of Independence 

The Chi-Square test for independence examines two variables to see if there is some statistical 
relationship between them. This test is not used to find the exact nature of the relationship 
between the two variables, but to simply test if the variables could be independent of each other. 
The null hypothesis (H0) tested is such that the variables are independent of each other, versus the 
alternate hypothesis (Ha) that the variables are not independent of each other.  
 
The Chi-Square test looks at a table of observed frequencies and a table of expected frequencies. 
The amount of disparity between these two tables is calculated and compared with the Chi-Square 
test statistic. The observed frequencies reflect the cross-classification for members of a single 
sample, and the table of expected frequencies is constructed under the assumption that the null 
hypothesis is true.  

Chi-Square Population Variance Test 

The Chi-Square test for population variance is used for hypothesis testing and confidence interval 
estimation for a population variance. The population variance of a sample is typically unknown, 
and, hence, the need for quantifying this confidence interval. The population is assumed to be 
normally distributed.  

Friedman Test  

The Friedman test is a form of nonparametric test, which makes no assumptions about the 
specific shape of the population from which the sample is drawn, allowing for smaller sample 
data sets to be analyzed. This method is the extension of the Wilcoxon Signed Rank test for 
paired samples. The corresponding parametric test is the Randomized Block Multiple Treatment 
ANOVA, but unlike the ANOVA, the Friedman test does not require that the data set be 
randomly sampled from normally distributed populations with equal variances.  
 
The Friedman test uses a two-tailed hypothesis test where the null hypothesis (H0) is such that the 
population medians of each treatment are statistically identical to the rest of the group. That is, 
there is no effect among the different treatment groups. The alternative hypothesis (Ha) is such 
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that the real population medians are statistically different from one another when tested using the 
sample data set. That is, the medians are statistically different, which means that there is a 
statistically significant effect among the different treatment groups. If the calculated p-value is 
less than or equal to the alpha significance value, then reject the null hypothesis and accept the 
alternate hypothesis. Otherwise, if the p-value is higher than the alpha significance value, do not 
reject the null hypothesis.  
 
For the Friedman test, create data tables such as the one below, and select the data in the blue area 
(e.g., select the data from C22 to F32, or data points Treatment 1 to 80).  
 

 
 

Kruskal-Wallis Test  

The Kruskal-Wallis test is a form of nonparametric test, which makes no assumptions about the 
specific shape of the population from which the sample is drawn, allowing for smaller sample 
data sets to be analyzed. This method is the extension of the Wilcoxon Signed Rank test by 
comparing more than two independent samples. The corresponding parametric test is the One-
Way ANOVA, but unlike the ANOVA, the Kruskal-Wallis does not require that the data set be 
randomly sampled from normally distributed populations with equal variances. The Kruskal-
Wallis test is a two-tailed hypothesis test where the null hypothesis (H0) is such that the 
population medians of each treatment are statistically identical to the rest of the group. That is, 
there is no effect among the different treatment groups. The alternative hypothesis (Ha) is such 
that the real population medians are statistically different from one another when tested using the 
sample data set. That is, the medians are statistically different, which means that there is a 
statistically significant effect among the different treatment groups. If the calculated p-value is 
less than or equal to the alpha significance value, then reject the null hypothesis and accept the 
alternate hypothesis. Otherwise, if the p-value is higher than the alpha significance value, do not 
reject the null hypothesis. 
 
The benefit of the Kruskal-Wallis test is that it can be applied to ordinal, interval, and ratio data 
while ANOVA is only applicable for interval and ratio data. Also, the Friedman test can be run 
with fewer data points. 
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To illustrate, suppose that three different drug indications (T = 3) were developed and tested on 
100 patients each (N = 100). The Kruskal-Wallis test can be applied to test if these three drugs are 
all equally effective statistically. If the calculated p-value is less than or equal to the significance 
level used in the test, then reject the null hypothesis and conclude that there is a significant 
difference among the different treatments. Otherwise, the treatments are all equally effective. 
 
For the Kruskal-Wallis test, create data tables such as the one below, and select the data in the 
blue area (e.g., select the data from C40 to F50, or data points Treatment 1 to 80). To extend the 
data set, just add more observations (rows) or more treatment variables to compare (columns).  
 
 

 
 

Lilliefors Test  

The Lilliefors test is a form of nonparametric test, which makes no assumptions about the specific 
shape of the population from which the sample is drawn, allowing for smaller sample data sets to 
be analyzed. This test evaluates the null hypothesis (H0) of whether the data sample was drawn 
from a normally distributed population, versus an alternate hypothesis (Ha) that the data sample is 
not normally distributed. If the calculated p-value is less than or equal to the alpha significance 
value, then reject the null hypothesis and accept the alternate hypothesis. Otherwise, if the p-
value is higher than the alpha significance value, do not reject the null hypothesis. This test relies 
on two cumulative frequencies: one derived from the sample data set and one from a theoretical 
distribution based on the mean and standard deviation of the sample data. An alternative to this 
test is the Chi-Square test for normality. The Chi-Square test requires more data points to run 
compared to the Lilliefors test. 

Runs Test  

The runs test is a form of nonparametric test, which makes no assumptions about the specific 
shape of the population from which the sample is drawn, allowing for smaller sample data sets to 
be analyzed. This test evaluates the randomness of a series of observations by analyzing the 
number of runs it contains. A run is a consecutive appearance of one or more observations that 
are similar. The null hypothesis (H0) tested is whether the data sequence is random, versus the 
alternate hypothesis (Ha) that the data sequence is not random. If the calculated p-value is less 
than or equal to the alpha significance value, then reject the null hypothesis and accept the 
alternate hypothesis. Otherwise, if the p-value is higher than the alpha significance value, do not 
reject the null hypothesis. 
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Wilcoxon Signed-Rank Test (One Variable) 

The single variable Wilcoxon Signed Rank test is a form of nonparametric test, which makes no 
assumptions about the specific shape of the population from which the sample is drawn, allowing 
for smaller sample data sets to be analyzed. This method looks at whether a sample data set could 
have been randomly drawn from a particular population whose median is being hypothesized. 
The corresponding parametric test is the one-sample t-test, which should be used if the underlying 
population is assumed to be normal, providing a higher power on the test. The Wilcoxon Signed 
Rank test can be applied to three types of hypothesis tests: a two-tailed test, a right-tailed test, and 
a left-tailed test. If the calculated Wilcoxon statistic is outside the critical limits for the specific 
significance level in the test, reject the null hypothesis and conclude that the true population 
median is not equal to (two-tailed test), less than (left-tailed test), or greater than (right-tailed test) 
the hypothesized median based on the sample tested. Otherwise, the true population median is 
statistically similar to the hypothesized median. 

Wilcoxon Signed-Rank Test (Two Variables) 

The Wilcoxon Signed Rank test for paired variables is a form of nonparametric test, which makes 
no assumptions about the specific shape of the population from which the sample is drawn, 
allowing for smaller sample data sets to be analyzed. This method looks at whether the median of 
the differences between the two paired variables are equal. This test is specifically formulated for 
testing the same or similar samples before and after an event (e.g., measurements taken before a 
medical treatment are compared against those measurements taken after the treatment to see if 
there is a difference). The corresponding parametric test is the two-sample t-test with dependent 
means, which should be used if the underlying population is assumed to be normal, providing a 
higher power on the test. The Wilcoxon Signed Rank test can be applied to three types of 
hypothesis tests: a two-tailed test, a right-tailed test, and a left-tailed test.   
 
To illustrate, suppose that a new engine design is tested against an existing engine design to see if 
there is a statistically significant different between the two. The paired variable Wilcoxon Signed-
Rank test can be applied. If the calculated Wilcoxon statistic is outside the critical limits for the 
specific significance level in the test, reject the null hypothesis and conclude that the difference 
between the true population medians is not equal to (two-tailed test), less than (left-tailed test), or 
greater than (right-tailed test) the hypothesized median difference based on the sample tested. 
Otherwise, the true population median is statistically similar to the hypothesized median. 
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5. ANOVA (MULTIVARIATE HYPOTHESIS TESTS) 

Single Factor Multiple Treatments ANOVA  

The one-way ANOVA for single factor with multiple treatments test is an extension of the two-
variable t-test, looking at multiple variables simultaneously. The ANOVA is appropriate when the 
sampling distribution is assumed to be approximately normal. ANOVA can be applied to only the 
two-tailed hypothesis test. A two-tailed hypothesis tests the null hypothesis (H0) such that the 
population means of each treatment is statistically identical to the rest of the group, which means 
that there is no effect among the different treatment groups. The alternative hypothesis (Ha) is 
such that the real population means are statistically different from one another when tested using 
the sample data set. 
 
To illustrate, suppose that three different drug indications (T = 3) were developed and tested on 
100 patients each (N = 100). The one-way ANOVA can be applied to test if these three drugs are 
all equally effective statistically. If the calculated p-value is less than or equal to the significance 
level used in the test, then reject the null hypothesis and conclude that there is a significant 
difference among the different treatments. Otherwise, the treatments are all equally effective. 

Randomized Block Multiple Treatments ANOVA  

 
The one-way randomized block ANOVA is appropriate when the sampling distribution is 
assumed to be approximately normal and when there exists a block variable for which ANOVA 
will control (block the effects of this variable by controlling it in the experiment). ANOVA can 
be applied to only the two-tailed hypothesis test. This analysis can test for the effects of both the 
treatments as well as the effectiveness of the control, or block, variable. 
 
If the calculated p-value for the treatment is less than or equal to the significance level used in the 
test, then reject the null hypothesis and conclude that there is a significant difference among the 
different treatments. If the calculated p-value for the block variable is less than or equal to the 
significance level used in the test, then reject the null hypothesis and conclude that there is a 
significant difference among the different block variables. 
 
To illustrate, suppose that three different headlamp designs (T = 3) were developed and tested on 
four groups of volunteer drivers grouped by their age (B = 4). The one-way randomized block 
ANOVA can be applied to test if these three headlamps are all equally effective statistically when 
tested using the volunteers' driving test grades. Otherwise, the treatments are all equally effective. 
This test can determine if the differences occur because of the treatment (that the type of 
headlamp will determine differences in driving test scores) or from the block, or controlled, 
variable (that age may yield different driving abilities). 

Two-Way ANOVA  

 
The two-way ANOVA is an extension of the single factor and randomized block ANOVA by 
simultaneously examining the effects of two factors on the dependent variable, along with the 
effects of interactions between the different levels of these two factors. Unlike the randomized 
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block design, this model examines the interactions between different levels of the factors, or 
independent variables. In a two-factor experiment, interaction exists when the effect of a level for 
one factor depends on which level of the other factor is present.  
 
There are three sets of null (H0) and alternate (Ha) hypotheses to be tested in the two-way analysis 
of variance. 
 
The first test is on the first independent variable, where the null hypothesis is that no level of the 
first factor has an effect on the dependent variable. The alternate hypothesis is that there is at least 
one level of the first factor having an effect on the dependent variable. If the calculated p-value is 
less than or equal to the alpha significance value, then reject the null hypothesis and accept the 
alternate hypothesis. Otherwise, if the p-value is higher than the alpha significance value, do not 
reject the null hypothesis. 
 
The second test is on the second independent variable, where the null hypothesis is that no level 
of the second factor has an effect on the dependent variable. The alternate hypothesis is that there 
is at least one level of the second factor having an effect on the dependent variable. If the 
calculated p-value is less than or equal to the alpha significance value, then reject the null 
hypothesis and accept the alternate hypothesis. Otherwise, if the p-value is higher than the alpha 
significance value, do not reject the null hypothesis. 
 
The third test is on the interaction of both the first and second independent variables, where the 
null hypothesis is that there are no interacting effects between levels of the first and second 
factors. The alternate hypothesis is that there is at least one combination of levels of the first and 
second factors having an effect on the dependent variable. If the calculated p-value is less than or 
equal to the alpha significance value, then reject the null hypothesis and accept the alternate 
hypothesis. Otherwise, if the p-value is higher than the alpha significance value, do not reject the 
null hypothesis. 
 
For the Two-Way ANOVA module, create tables such as the one below, and select the data in the 
blue area (804 to 835). You can extend the data by adding rows of factors and columns of 
treatments. Note that the number of replications in the table above is 2 (i.e., two rows of 
observations per Factor A type). Of course, you can increase the number of replications as 
required. The number of replications has to be consistent if you wish to extend the data set.  
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6. FORECASTING, REGRESSION, AND ECONOMETRICS  

ARIMA (Autoregressive Integrated Moving Average) 

One very powerful advanced times-series forecasting tool is the ARIMA or Auto Regressive 
Integrated Moving Average approach. ARIMA forecasting assembles three separate tools into a 
comprehensive model. The first tool segment is the autoregressive or “AR” term, which 
corresponds to the number of lagged value of the residual in the unconditional forecast model. In 
essence, the model captures the historical variation of actual data to a forecasting model and uses 
this variation, or residual, to create a better predicting model. The second tool segment is the 
integration order or the “I” term. This integration term corresponds to the number of differencing 
the time series to be forecasted goes through. This element accounts for any nonlinear growth 
rates existing in the data. The third tool segment is the moving average or “MA” term, which is 
essentially the moving average of lagged forecast errors. By incorporating this average of lagged 
forecast errors, the model, in essence, learns from its forecast errors or mistakes and corrects for 
them through a moving average calculation. 

Auto ARIMA (Automatic Autoregressive Integrated Moving Average) 

ARIMA is an advanced modeling technique used to model and forecast time-series data (data that 
have a time component to them, e.g., interest rates, inflation, sales revenues, gross domestic 
product). 
 
The ARIMA Auto Model selection will analyze all combinations of ARIMA (p,d,q) for the most 
common values of 0, 1, and 2, and reports the relevant Akaike Information Criterion (AIC) and 
Schwarz Criterion (SC). The lowest AIC and SC model is then chosen and run. You can also add 
in exogenous variables into the model selection.   
 
In addition, in order to forecast ARIMA models with exogenous variables, make sure that the 
exogenous variables have enough data points to cover the additional number of periods to 
forecast. Finally, be aware that due to the complexity of the models, this module may take several 
minutes to run. Please be patient. 
 
Autoregressive Integrated Moving Average, or ARIMA(p,d,q), models are the extension of the 
AR model that uses three components for modeling the serial correlation in the time-series data. 
The first component is the autoregressive (AR) term. The AR(p) model uses the p lags of the time 
series in the equation. An AR(p) model has the form: yt = a1yt-1 + ... + apyt-p + et. The second 
component is the integration (d) order term. Each integration order corresponds to differencing 
the time series. I(1) means differencing the data once; I(d) means differencing the data d times. 
The third component is the moving average (MA) term. The MA(q) model uses the q lags of the 
forecast errors to improve the forecast. An MA(q) model has the form: yt = et + b1et-1 + ... + bqet-q. 
Finally, an ARMA(p,q) model has the combined form: yt = a1 yt-1 + ... + a p yt-p + et + b1 et-1 + ... + 
bq et-q. 

Basic Multiple Regression 

It is assumed that the user is familiar with regression analysis. If not, refer to Dr. Johnathan 
Mun’s Modeling Risk (Second Edition, Wiley 2010), or this manual’s Appendix 3: A Primer on 
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Regression Analysis before continuing. Multiple Regression analysis is used to find a statistical 
and mathematical relationship between a single dependent variable and multiple independent 
variables. Regression is useful for determining the relationship as well as for forecasting. 
 
To illustrate, suppose you want to determine if sales of a product can be attributed to an 
advertisement in a local paper. In this case, sales revenue is the dependent variable, Y (it is 
dependent on size of the advertisement and how frequently is appears a week), while 
advertisement size and frequency are the independent variables X1 and X2 (they are independent 
of sales). Interpreting the regression analysis is more complex (this may include hypothesis t-
tests, F-tests, ANOVA, correlations, autocorrelations, etc.).   

Basic Econometrics and Autoeconometrics 

Econometrics refers to a branch of business analytics, modeling, and forecasting techniques for 
modeling the behavior or forecasting certain business, financial, economic, physical science, and 
other variables. Running the Basic Econometrics models is similar to regular regression analysis 
except that the dependent and independent variables are allowed to be modified before a 
regression is run. The report generated is the same as shown in the Multiple Regression section 
previously and the interpretations are identical to those described previously 

Combinatorial Fuzzy Logic 

In contrast, the term fuzzy logic is derived from fuzzy set theory to deal with reasoning that is 
approximate rather than accurate. As opposed to crisp logic, where binary sets have binary logic, 
fuzzy logic variables may have a truth value that ranges between 0 and 1 and is not constrained to 
the two truth values of classic propositional logic. This fuzzy weighting schema is used together 
with a combinatorial method to yield time-series forecast results. Note that neither neural 
networks nor fuzzy logic techniques have yet been established as valid and reliable methods in 
the business forecasting domain, on either a strategic, tactical, or operational level. Much research 
is still required in these advanced forecasting fields. Nonetheless, ROV BizStats provides the 
fundamentals of these two techniques for the purposes of running time-series forecasts. We 
recommend that you do not use any of these techniques in isolation, but, rather, in combination 
with the other ROV BizStats forecasting methodologies to build more robust models.  

GARCH Volatility Forecasts 

The Generalized Autoregressive Conditional Heteroskedasticity (GARCH) Model is used to 
model historical and forecast future volatility levels of a marketable security (e.g., stock prices, 
commodity prices, oil prices, etc.). The data set has to be a time series of raw price levels. 
GARCH will first convert the prices into relative returns and then run an internal optimization to 
fit the historical data to a mean-reverting volatility term structure, while assuming that the 
volatility is heteroskedastic in nature (changes over time according to some econometric 
characteristics). The theoretical specifics of a GARCH model are outside the purview of this user 
manual.  
 
Notes 
The typical volatility forecast situation requires P = 1, Q = 1; Periodicity = number of periods per 
year (12 for monthly data, 52 for weekly data, 252 or 365 for daily data); Base = minimum of 1 
and up to the periodicity value; and Forecast Periods = number of annualized volatility forecasts 
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you wish to obtain. There are several GARCH models available in ROV BizStats, including 
EGARCH, EGARCH-T, GARCH-M, GJR-GARCH, GJR-GARCH-T, IGARCH, and T-
GARCH.  
 
GARCH models are used mainly in analyzing financial time-series data to ascertain their 
conditional variances and volatilities. These volatilities are then used to value the options as 
usual, but the amount of historical data necessary for a good volatility estimate remains 
significant. Usually, several dozen––and even up to hundreds––of data points are required to 
obtain good GARCH estimates.  
 
GARCH is a term that incorporates a family of models that can take on a variety of forms, known 
as GARCH(p,q), where p and q are positive integers that define the resulting GARCH model and 
its forecasts. In most cases for financial instruments, a GARCH(1,1) is sufficient and is most 
generally used. For instance, a GARCH (1,1) model takes the form of: 
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where the first equation’s dependent variable (yt) is a function of exogenous variables (xt) with an 
error term (t). The second equation estimates the variance (squared volatility t

) at time t, which 
depends on a historical mean (); news about volatility from the previous period, measured as a 
lag of the squared residual from the mean equation (t-1

); and volatility from the previous period 
(t-1

). The exact modeling specification of a GARCH model is beyond the scope of this manual. 
Suffice it to say that detailed knowledge of econometric modeling (model specification tests, 
structural breaks, and error estimation) is required to run a GARCH model, making it less 
accessible to the general analyst. Another problem with GARCH models is that the model usually 
does not provide a good statistical fit. That is, it is impossible to predict the stock market and, of 
course, equally if not harder to predict a stock’s volatility over time.  
 
Note that the GARCH function has several inputs as follow: 
 

 Time-Series Data. The time series of data in chronological order (e.g., stock 
prices). Typically, dozens of data points are required for a decent volatility 
forecast. 

 Periodicity. A positive integer indicating the number of periods per year (e.g., 12 
for monthly data, 252 for daily trading data, etc.), assuming you wish to annualize 
the volatility. For getting periodic volatility, enter 1.  

 Predictive Base. The number of periods back (of the time-series data) to use as a 
base to forecast volatility. The higher this number, the longer the historical base is 
used to forecast future volatility. 

 Forecast Period. A positive integer indicating how many future periods beyond the 
historical stock prices you wish to forecast.  

 Variance Targeting. This variable is set as False by default (even if you do not 
enter anything here) but can be set as True. False means the omega variable is 
automatically optimized and computed. The suggestion is to leave this variable 
empty. If you wish to create mean-reverting volatility with variance targeting, set 
this variable as True. 

 P. The number of previous lags on the mean equation. 
 Q. The number of previous lags on the variance equation. 
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The accompanying table lists some of the GARCH specifications used in Risk Simulator with two 
underlying distributional assumptions: one for normal distribution and the other for the t 
distribution.  
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For the GARCH-M models, the conditional variance equations are the same in the six variations, 
but the mean questions are different and assumption on tz can be either normal distribution or t 
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distribution. The estimated parameters for GARCH-M with normal distribution are those five 
parameters in the mean and conditional variance equations. The estimated parameters for 
GARCH-M with the t distribution are those five parameters in the mean and conditional variance 
equations plus another parameter, the degrees of freedom for the t distribution. In contrast, for the 
GJR models, the mean equations are the same in the six variations and the differences are that the 
conditional variance equations and the assumption on tz  can be either a normal distribution or t 
distribution. The estimated parameters for EGARCH and GJR-GARCH with normal distribution 
are those four parameters in the conditional variance equation. The estimated parameters for 
GARCH, EARCH, and GJR-GARCH with t distribution are those parameters in the conditional 
variance equation plus the degrees of freedom for the t distribution. More technical details of 
GARCH methodologies fall outside of the scope of this manual. 

J-Curve and S-Curve Forecasts 

The J curve, or exponential growth curve, is one where the growth of the next period depends on 
the current period’s level and the increase is exponential. This phenomenon means that over time, 
the values will increase significantly, from one period to another. This model is typically used in 
forecasting biological growth and chemical reactions over time.  
 
The S curve, or logistic growth curve, starts off like a J curve, with exponential growth rates. 
Over time, the environment becomes saturated (e.g., market saturation, competition, 
overcrowding), the growth slows, and the forecast value eventually ends up at a saturation or 
maximum level. The S-curve model is typically used in forecasting market share or sales growth 
of a new product from market introduction until maturity and decline, population dynamics, 
growth of bacterial cultures, and other naturally occurring variables.   

Markov Chains 

A Markov chain exists when the probability of a future state depends on a previous state and 
when linked together forms a chain that reverts to a long-run steady state level. This Markov 
approach is typically used to forecast the market share of two competitors. The required inputs 
are the starting probability of a customer in the first store (the first state) returning to the same 
store in the next period versus the probability of switching to a competitor’s store in the next 
state. 

Neural Network Forecasting  

The term Neural Network is often used to refer to a network or circuit of biological neurons, 
while modern usage of the term often refers to artificial neural networks comprising artificial 
neurons, or nodes, recreated in a software environment. Such networks attempt to mimic the 
neurons in the human brain in ways of thinking and identifying patterns and, in our situation, 
identifying patterns for the purposes of forecasting time-series data. Note that the number of 
hidden layers in the network is an input parameter and will need to be calibrated with your data. 
Typically, the more complicated the data pattern, the higher the number of hidden layers you 
would need and the longer it would take to compute. It is recommended that you start at 3 layers. 
The testing period is simply the number of data points used in the final calibration of the Neural 
Network model, and we recommend using at least the same number of periods you wish to 
forecast as the testing period.  
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Nonlinear Extrapolation 

Extrapolation involves making statistical forecasts by using historical trends that are projected for 
a specified period of time into the future. It is only used for time-series forecasts. For cross-
sectional or mixed panel data (time-series with cross-sectional data), multivariate regression is 
more appropriate. This methodology is useful when major changes are not expected; that is, 
causal factors are expected to remain constant or when the causal factors of a situation are not 
clearly understood. It also helps discourage the introduction of personal biases into the process. 
Extrapolation is fairly reliable, relatively simple, and inexpensive. However, extrapolation, which 
assumes that recent and historical trends will continue, produces large forecast errors if 
discontinuities occur within the projected time period; that is, pure extrapolation of time series 
assumes that all we need to know is contained in the historical values of the series being 
forecasted. If we assume that past behavior is a good predictor of future behavior, extrapolation is 
appealing. This makes it a useful approach when all that is needed are many short-term forecasts. 
 
This methodology estimates the f(x) function for any arbitrary x value, by interpolating a smooth 
nonlinear curve through all the x values and, using this smooth curve, extrapolates future x values 
beyond the historical data set. The methodology employs either the polynomial functional form or 
the rational functional form (a ratio of two polynomials). Typically, a polynomial functional form 
is sufficient for well-behaved data, however, rational functional forms are sometimes more 
accurate (especially with polar functions, i.e., functions with denominators approaching zero). 

Principal Components Analysis 

Principal Components Analysis is a way of identifying patterns in data and recasting the data in 
such as way as to highlight their similarities and differences. Patterns of data are very difficult to 
find in high dimensions when multiple variables exist, and higher dimensional graphs are very 
difficult to represent and interpret. Once the patterns in the data are found, they can be 
compressed, resulting in a reduction of the number of dimensions. This reduction of data 
dimensions does not mean much loss of information. Instead, similar levels of information can 
now be obtained by fewer variables.  
 
The analysis provides the Eigenvalues and Eigenvectors of the data set. The Eigenvector with the 
highest Eigenvalue is the principle component of the data set. Ranking the Eigenvalues from 
highest to lowest provides the components in order of statistical significance. If the Eigenvalues 
are small, you do not lose much information. It is up to you to decide how many components to 
ignore based on their Eigenvalues. The proportions and cumulative proportions tell you how 
much of the variation in the data set can be explained by incorporating that component. Finally, 
the data is then transformed to account for only the number of components you decide to keep. 

Spline (Cubic Spline Interpolation and Extrapolation) 

Sometimes there are missing values in a time-series data set. For instance, interest rates for years 
1 to 3 may exist, followed by years 5 to 8, and then year 10. Spline curves can be used to 
interpolate the missing years’ interest rate values based on the data that exist. Spline curves can 
also be used to forecast or extrapolate values of future time periods beyond the time period of 
available data. The data can be linear or nonlinear. The Known X values represent the values on 
the x-axis of a chart (in our example, this is Years of the known interest rates, and, usually, the x-
axis are the values that are known in advance such as time or years) and the Known Y values 
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represent the values on the y-axis (in our case, the known Interest Rates). The y-axis variable is 
typically the variable you wish to interpolate missing values from or extrapolate the values into 
the future. 

Stepwise Regression 

One powerful automated approach to regression analysis is Stepwise Regression. Based on its 
namesake, the regression process proceeds in multiple steps. There are several ways to set up 
these stepwise algorithms, including the correlation approach, forward method, backward 
method, and the forward and backward method (these methods are all available in ROV BizStats).  
 
In the correlation method, the dependent variable (Y) is correlated to all the independent variables 
(X), and a regression is run, starting with the X variable with the highest absolute correlation 
value. Then subsequent X variables are added until the p-values indicate that the new X variable 
is no longer statistically significant. This approach is quick and simple but does not account for 
interactions among variables, and an X variable, when added, will statistically overshadow other 
variables.  
 
In the forward method, we first correlate Y with all X variables, run a regression for Y on the 
highest absolute value correlation of X, and obtain the fitting errors. Then, correlate these errors 
with the remaining X variables and choose the highest absolute value correlation among this 
remaining set and run another regression. Repeat the process until the p-value for the latest X 
variable coefficient is no longer statistically significant then stop the process.  
 
In the backward method, run a regression with Y on all X variables and, reviewing each 
variable’s p-value, systematically eliminate the variable with the largest p-value. Then run a 
regression again, repeating each time until all p-values are statistically significant.  
 
In the forward and backward method, apply the forward method to obtain three X variables, and 
then apply the backward approach to see if one of them needs to be eliminated because it is 
statistically insignificant. Repeat the forward method, and then the backward method until all 
remaining X variables are considered.   
 
The Stepwise Regression is an automatic search process iterating through all the independent 
variables, and it models the variables that are statistically significant in explaining the variations 
in the dependent variable. Stepwise Regression is very powerful when there are many 
independent variables and a large combination of models can be built. To illustrate, suppose you 
want to determine if sales of a product can be attributed to an advertisement in a local paper. In 
this case, sales revenue is the dependent variable Y, while the independent variables X1 to X5 are 
the size of the advertisement, cost of the ad, number of readers, day of the week, and how 
frequently it appears a week. Stepwise Regression will automatically iterate through these X 
variables to find those that are statistically significant in the regression model. Interpreting the 
regression analysis is more complex (this may include hypothesis t-tests, F-tests, ANOVA, 
correlations, autocorrelations, etc.).   
 

Time-Series Decomposition Methodologies 

It is assumed that the user is familiar with basic time-series analysis methodologies. If not, refer 
to Dr. Johnathan Mun’s Modeling Risk (Second Edition, Wiley 2010), or this manual’s Appendix 
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2: A Primer on Time-Series Methodologies before continuing. Forecasting is the act of predicting 
the future whether it is based on historical data or speculation about the future when no history 
exists. When historical data exist, a quantitative or statistical approach is best, but if no historical 
data exist, then a qualitative or judgmental approach is usually the only recourse. Figure 6.1 lists 
the eight most common time-series models, segregated by seasonality and trend. For instance, if 
the data variable has no trend or seasonality, then a single moving-average model or a single 
exponential-smoothing model would suffice. However, if seasonality exists but no discernable 
trend is present, either a seasonal additive or seasonal multiplicative model would be better, and 
so forth. The following subsections explore these models in more detail through computational 
examples. 
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Figure 6.1 – The Eight Most Common Time-Series Methods 

 
The best-fitting test for the moving average forecast uses the Root Mean Squared Errors (RMSE). 
The RMSE calculates the square root of the average squared deviations of the fitted values versus 
the actual data points.          
   
Mean Squared Error (MSE) is an absolute error measure that squares the errors (the difference 
between the actual historical data and the forecast-fitted data predicted by the model) to keep the 
positive and negative errors from canceling each other out. This measure also tends to exaggerate 
large errors by weighting the large errors more heavily than smaller errors by squaring them, 
which can help when comparing different time-series models. Root Mean Square Error (RMSE) 
is the square root of MSE and is the most popular error measure, also known as the quadratic loss 
function. RMSE can be defined as the average of the absolute values of the forecast errors and is 
highly appropriate when the cost of the forecast errors is proportional to the absolute size of the 
forecast error. The RMSE is used as the selection criteria for the best-fitting time-series model. 
            
 
Mean Absolute Deviation (MAD) is an error statistic that averages the distance (absolute value of 
the difference between the actual historical data and the forecast-fitted data predicted by the 
model) between each pair of actual and fitted forecast data points and is most appropriate when 
the cost of forecast errors is proportional to the absolute size of the forecast errors.  
           
Mean Absolute Percentage Error (MAPE) is a relative error statistic measured as an average 
percent error of the historical data points and is most appropriate when the cost of the forecast 
error is more closely related to the percentage error than the numerical size of the error. Finally, 
an associated measure is the Theil's U statistic, which measures the naivety of the model's 
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forecast. That is, if the Theil's U statistic is less than 1.0, then the forecast method used provides 
an estimate that is statistically better than guessing. 

Single Moving Average 

The single moving average is applicable when time-series data with no trend and seasonality 
exist. This model is not appropriate when used to predict cross-sectional data. The single moving 
average simply uses an average of the actual historical data to project future outcomes. This 
average is applied consistently moving forward, hence the term moving average. The value of the 
moving average for a specific length is simply the summation of actual historical data arranged 
and indexed in a time sequence. The software finds the optimal moving average lag automatically 
through an optimization process that minimizes the forecast errors. 

Single Exponential Smoothing 

The single exponential smoothing approach is used when no discernable trend or seasonality 
exists in the time-series data. This model is not appropriate when used to predict cross-sectional 
data. This method weights past data with exponentially decreasing weights going into the past; 
that is, the more recent the data value, the greater its weight. This weighting largely overcomes 
the limitations of moving averages or percentage-change models. The weight used is termed the 
alpha measure. The software finds the optimal alpha parameter automatically through an 
optimization process that minimizes the forecast errors. 

Double Moving Average 

The double moving average method will smooth out past data by performing a moving average 
on a subset of data that represents a moving average of an original set of data. That is, a second 
moving average is performed on the first moving average. The second moving average 
application captures the trending effect of the data. The results are then weighted and forecasts 
are created. The software finds the optimal moving average lag automatically through an 
optimization process that minimizes the forecast errors. 

Double Exponential Smoothing 

The double exponential smoothing method is used when the data exhibit a trend but no 
seasonality. This model is not appropriate when used to predict cross-sectional data. Double 
exponential smoothing applies single exponential smoothing twice, once to the original data and 
then to the resulting single exponential smoothing data. An alpha weighting parameter is used on 
the first or single exponential smoothing (SES), while a beta weighting parameter is used on the 
second or double exponential smoothing (DES). This approach is useful when the historical data 
series is not stationary. The software finds the optimal alpha and beta parameters automatically 
through an optimization process that minimizes the forecast errors. 

Seasonal Additive 

If the time-series data has no appreciable trend but exhibits seasonality, then the additive 
seasonality and multiplicative seasonality methods apply. The additive seasonality model breaks 
the historical data into a level (L), or base-case, component as measured by the alpha parameter, 
and a seasonality (S) component measured by the gamma parameter. The resulting forecast value 
is simply the addition of this base-case level to the seasonality value. The software finds the 
optimal alpha and gamma parameters automatically through an optimization process that 
minimizes the forecast errors. 
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Seasonal Multiplicative 

If the time-series data has no appreciable trend but exhibits seasonality, then the additive 
seasonality and multiplicative seasonality methods apply. The multiplicative seasonality model 
breaks the historical data into a level (L), or base-case, component as measured by the alpha 
parameter, and a seasonality (S) component measured by the gamma parameter. The resulting 
forecast value is simply the multiplication of this base-case level by the seasonality value. The 
software finds the optimal alpha and gamma parameters automatically through an optimization 
process that minimizes the forecast errors. 

Holt-Winter’s Seasonal Additive 

When both seasonality and trend exist, more advanced models are required to decompose the data 
into their base elements: a base-case level (L) weighted by the alpha parameter; a trend 
component (b) weighted by the beta parameter; and a seasonality component (S) weighted by the 
gamma parameter. Several methods exist, but the two most common are the Holt-Winter’s 
additive seasonality and Holt-Winter’s multiplicative seasonality methods. In the Holt-Winter’s 
additive model, the base-case level, seasonality, and trend are added together to obtain the 
forecast fit. 

Holt-Winter’s Seasonal Multiplicative 

When both seasonality and trend exist, more advanced models are required to decompose the data 
into their base elements: a base-case level (L) weighted by the alpha parameter; a trend 
component (b) weighted by the beta parameter; and a seasonality component (S) weighted by the 
gamma parameter. Several methods exist, but the two most common are the Holt-Winter’s 
additive seasonality and Holt-Winter’s multiplicative seasonality methods. In the Holt-Winter’s 
multiplicative model, the base-case level and trend are added together and multiplied by the 
seasonality factor to obtain the forecast fit. 

Trendlines 

Trendlines can be used to determine if a set of time-series data follows any appreciable trend. 
Trends can be linear or nonlinear (such as exponential, logarithmic, moving average, polynomial, 
or power). In forecasting models, the process usually includes removing the effects of 
accumulating data sets from seasonality and trend to show only the absolute changes in values 
and to allow potential cyclical patterns to be identified after removing the general drift, tendency, 
twists, bends, and effects of seasonal cycles of a set of time-series data. For example, a detrended 
data set may be necessary to see a more accurate account of a company's sales in a given year by 
shifting the entire data set from a slope to a flat surface to better expose the underlying cycles and 
fluctuations. 

Volatility: Log Returns Approach 

There are several ways to estimate the volatility used in forecasting and option valuation models. 
The most common approach is the Logarithmic Returns Approach. This method is used mainly 
for computing the volatility on liquid and tradable assets, such as stocks in financial options. 
However, sometimes it is used for other traded assets, such as the price of oil or electricity. This 
method cannot be used when negative cash flows or prices occur, which means it is used only on 
positive data, making it most appropriate for computing the volatility of traded assets. The 
approach is simply to take the annualized standard deviation of the logarithmic relative returns of 
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the time-series data as the proxy for volatility. See the section on GARCH models for more 
advanced volatility computations. 

Yield Curves: Bliss and Nelson-Siegel Methods 

The Bliss interpolation model is used for generating the term structure of interest rates and yield 
curve estimation. Econometric modeling techniques are required to calibrate the values of several 
input parameters in this model. The Bliss approach modifies the Nelson-Siegel method by adding 
an additional generalized parameter. Virtually any yield curve shape can be interpolated using 
these two models, which are widely used at banks around the world. In contrast, the Nelson-
Siegel model is run with four curve estimation parameters. If properly modeled, it can be made to 
fit almost any yield curve shape. Calibrating the inputs in these models requires facility with 
econometric modeling and error optimization techniques. Typically, if some interest rates exist, a 
better approach is to use a spline interpolation method such as cubic spline and so forth. 
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7. STOCHASTIC PROCESSES  

The Basics of Forecasting with Stochastic Processes 

A stochastic process is nothing but a mathematically defined equation that can create a series of 
outcomes over time, outcomes that are not deterministic in nature. That is, it does not follow any 
simple discernible rule such as price will increase X percent every year or revenues will increase 
by this factor of X plus Y percent. A stochastic process is, by definition, nondeterministic, and one 
can plug numbers into a stochastic process equation and obtain different results every time. For 
instance, the path of a stock price is stochastic in nature, and one cannot reliably predict the stock 
price path with any certainty. However, the price evolution over time is enveloped in a process 
that generates these prices. The process is fixed and predetermined, but the outcomes are not. 
Hence, by stochastic simulation, we create multiple pathways of prices, obtain a statistical 
sampling of these simulations, and make inferences on the potential pathways that the actual price 
may undertake given the nature and parameters of the stochastic process used to generate the time 
series.  

Random Walk: Brownian Motion 

 
 
Assume a process X , where ]0:[  tXX t  if and only if tX  is continuous, where the 
starting point is 00 X , where X is normally distributed with mean zero and variance one or 

)1,0(NX  , and where each increment in time is independent of each other previous increment 
and is itself normally distributed with mean zero and variance t, such that ),0( tNXX tat  . 
Then, the process dZXdtXdX    follows a Geometric Brownian Motion, where  is a 

drift parameter,  the volatility measure, and dtdZ t    such that ),(ln N
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 or X 

and dX are lognormally distributed. If at time zero, X(0) = 0, then the expected value of the 
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process X  at any time t is such that teXtXE 
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Jump-Diffusion 

 

 
Start-up ventures and research and development initiatives usually follow a jump-diffusion 
process. Business operations may be status quo for a few months or years, and then a product or 
initiative becomes highly successful and takes off. An initial public offering of equities is a 
textbook example of this. Assuming that the probability of the jumps follows a Poisson 
distribution, we have a process dqtXgdttXfdX ),(),(  , where the functions f and g are 

known and where the probability process is 








XdtXPwith

dtXPwith
dq

)(
1)(0




. 



ROV BizStats – User Manual 57 © Copyright 2005-2011 Dr. Johnathan Mun 
 
 

Mean-Reversion 

 

 
If a stochastic process has a long-run attractor such as a long-run production cost or long-run 
steady state inflationary price level, then a mean-reversion process is more likely. The process 
reverts to a long-run average such that the expected value is t

t eXXXXE  )(][ 0  and the 

variance is
)1(2

][ 2

2

tt e
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 . The special circumstance that becomes useful is that in 

the limiting case when the time change becomes instantaneous or when 0dt , we have the 
condition where tttt eXeXXX   




 )1()1( 11 , which is the first order 
autoregressive process, and  can be tested econometrically in a unit root context.  
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8. ANALYTICAL MODELS 

Autocorrelation 

Autocorrelation can be defined as the correlation of a data set to itself in the past. It is the 
correlation between observations of a time series separated by specified time units. Certain time-
series data follow an autocorrelated series as future outcomes rely heavily on past outcomes (e.g., 
revenues or sales that follow a weekly, monthly, quarterly, or annual seasonal cycle; inflation and 
interest rates that follow some economic or business cycle, etc.). The term autocorrelation 
describes a relationship or correlation between values of the same data series at different time 
periods. The term lag defines the offset when comparing a data series with itself. For 
autocorrelation, lag refers to the offset of data that you choose when correlating a data series with 
itself. In ROV BizStats, the autocorrelation function is calculated, together with the Q-statistic and 
relevant p-values. If the p-values are below the tested significance level, then the null hypothesis 
(H0) of no autocorrelation is rejected, and it is concluded that there is autocorrelation that that 
particular lag. 

Control Charts 

Sometimes the specification limits are not set; instead, statistical control limits are computed 
based on the actual data collected (e.g., the number of defects in a manufacturing line). For 
instance, in Figure 8.1, we see 20 sample experiments or samples taken at various times of a 
manufacturing process. The number of samples taken varied over time, and the number of 
defective parts were also gathered. The upper control limit (UCL) and lower control limit (LCL) 
are computed, as are the central line (CL) and other sigma levels. The resulting chart is called a 
control chart, and if the process is out of control, the actual defect line will be outside of the UCL 
and LCL lines. Typically, when the LCL is a negative value, we set the floor as zero, as 
illustrated in Figure 8.1. In the interpretation of a control chart, by adding in the ±1 and 2 sigma 
lines, we can divide the control charts into several areas or zones, as illustrated in Figure 8.2. The 
following are rules of thumb that typically apply to control charts to determine if the process is 
out of control: 
 

 If one point is beyond Area A 
 If two out of three consecutive points are in Area A or beyond 
 If four out of five consecutive points are in Area B or beyond 
 If eight consecutive points are in Area C or beyond 

 
Additionally, a potential structural shift can be detected if any one of the following occurs:  
 

 At least 10 out of 11 sequential points are on one side of the CL 
 At least 12 out of 14 sequential points are on one side of the CL 
 At least 14 out of 17 sequential points are on one side of the CL 
 At least 16 out of 20 sequential points are on one side of the CL 
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Figure 8.1 – Example quality control p-chart 

X-Bar Chart  

Used when the variable has raw data values and there are multiple measurements in a sample 
experiment, multiple experiments are run, and the average of the collected data is of interest. 

R-Bar Chart  

Used when the variable has raw data values and there are multiple measurements in a sample 
experiment, multiple experiments are run, and the range of the collected data is of interest. 

XMR Chart  

Used when the variable has raw data values and is a single measurement taken in each sample 
experiment, multiple experiments are run, and the actual value of the collected data is of interest. 

P Chart  

Used when the variable of interest is an attribute (e.g., defective or nondefective) and the data 
collected are in proportions of defects (or number of defects in a specific sample), there are 
multiple measurements in a sample experiment, multiple experiments are run with differing 
numbers of samples collected in each, and the average proportion of defects of the collected data 
is of interest.  

NP Chart 

Used when the variable of interest is an attribute (e.g., defective or nondefective) and the data 
collected are in proportions of defects (or number of defects in a specific sample), there are 
multiple measurements in a sample experiment, multiple experiments are run with a constant 
number of samples in each, and the average proportion of defects of the collected data is of 
interest.  
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C Chart 

Used when the variable of interest is an attribute (e.g., defective or nondefective) and the data 
collected are in total number of defects (actual count in units), there are multiple measurements in 
a sample experiment, multiple experiments are run with the same number of samples collected in 
each, and the average number of defects of the collected data is of interest. 

U Chart 

Used when the variable of interest is an attribute (e.g., defective or nondefective) and the data 
collected are in total number of defects (actual count in units), there are multiple measurements in 
a sample experiment, multiple experiments are run with differing numbers of samples collected in 
each, and the average number of defects of the collected data is of interest. 

 
Figure 8.2 – Interpreting control charts 

Deseasonalization 

The data deseasonalization method removes any seasonal components in your original data. In 
forecasting models, the process usually includes removing the effects of accumulating data sets 
from seasonality and trend to show only the absolute changes in values and to allow potential 
cyclical patterns to be identified after removing the general drift, tendency, twists, bends, and 
effects of seasonal cycles of a set of time-series data. Many time-series data exhibit seasonality 
where certain events repeat themselves after some time period or seasonality period (e.g., ski 
resorts’ revenues are higher in winter than in summer, and this predictable cycle will repeat itself 
every winter). Seasonality periods represent how many periods would have to pass before the 
cycle repeats itself (e.g., 24 hours in a day, 12 months in a year, 4 quarters in a year, 60 minutes 
in an hour, etc.). For deseasonalized and detrended data, a seasonal index greater than 1 indicates 
a high period or peak within the seasonal cycle, and a value below 1 indicates a dip in the cycle. 
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Distributional Fitting 

Another powerful simulation tool is distributional fitting or determining which distribution to use 
for a particular input variable in a model and what the relevant distributional parameters are. If no 
historical data exist, then the analyst must make assumptions about the variables in question. One 
approach is to use the Delphi method where a group of experts is tasked with estimating the 
behavior of each variable. For instance, a group of mechanical engineers can be tasked with 
evaluating the extreme possibilities of a spring coil’s diameter through rigorous experimentation 
or guesstimates. These values can be used as the variable’s input parameters (e.g., uniform 
distribution with extreme values between 0.5 and 1.2). When testing is not possible (e.g., market 
share and revenue growth rate), management can still make estimates of potential outcomes and 
provide the best-case, most-likely case, and worst-case scenarios. However, if reliable historical 
data are available, distributional fitting can be accomplished. Assuming that historical patterns 
hold and that history tends to repeat itself, then historical data can be used to find the best-fitting 
distribution with their relevant parameters to better define the variables to be simulated. 

Heteroskedasticity 

A common violation in regression, econometric modeling, and some time-series forecast methods 
is heteroskedasticity. Heteroskedasticity is defined as the variance of the forecast errors 
increasing over time. If pictured graphically, the width of the vertical data fluctuations increases 
or fans out over time. In this example, the data points have been changed to exaggerate the effect. 
However, in most time-series analysis, checking for heteroskedasticity is a much more difficult 
task. The coefficient of determination, or R-squared, in a multiple regression analysis drops 
significantly when heteroskedasticity exists. As is, the current regression model is insufficient and 
incomplete.   
 
If the variance of the dependent variable is not constant, then the error’s variance will not be 
constant. The most common form of such heteroskedasticity in the dependent variable is that the 
variance of the dependent variable may increase as the mean of the dependent variable increases 
for data with positive independent and dependent variables. 
 
Unless the heteroskedasticity of the dependent variable is pronounced, its effect will not be 
severe: the least-squares estimates will still be unbiased, and the estimates of the slope and 
intercept will either be normally distributed if the errors are normally distributed, or at least 
normally distributed asymptotically (as the number of data points becomes large) if the errors are 
not normally distributed. The estimate for the variance of the slope and overall variance will be 
inaccurate, but the inaccuracy is not likely to be substantial if the independent-variable values are 
symmetric about their mean. 
 
Heteroskedasticity of the dependent variable is usually detected informally by examining the X-Y 
scatter plot of the data before performing the regression. If both nonlinearity and unequal 
variances are present, employing a transformation of the dependent variable may have the effect 
of simultaneously improving the linearity and promoting equality of the variances. Otherwise, a 
weighted least-squares linear regression may be the preferred method of dealing with nonconstant 
variance of the dependent variable. 
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Maximum Likelihood Models on Logit, Probit, and Tobit 

Limited Dependent Variables describe the situation where the dependent variable contains data 
that are limited in scope and range, such as binary responses (0 or 1), truncated, ordered, or 
censored data. For instance, given a set of independent variables (e.g., age, income, education 
level of credit card or mortgage loan holders), we can model the probability of default using 
maximum likelihood estimation (MLE). The response or dependent variable Y is binary, that is, it 
can have only two possible outcomes that we denote as 1 and 0 (e.g., Y may represent 
presence/absence of a certain condition, defaulted/not defaulted on previous loans, success/failure 
of some device, answer yes/no on a survey, etc.) and we also have a vector of independent 
variable regressors X, which are assumed to influence the outcome Y. A typical ordinary least 
squares regression approach is invalid because the regression errors are heteroskedastic and non-
normal, and the resulting estimated probability estimates will return nonsensical values of above 
1 or below 0. MLE analysis handles these problems using an iterative optimization routine to 
maximize a log likelihood function when the dependent variables are limited.  
 
A Logit or Logistic regression is used for predicting the probability of occurrence of an event by 
fitting data to a logistic curve. It is a generalized linear model used for binomial regression, and 
like many forms of regression analysis, it makes use of several predictor variables that may be 
either numerical or categorical. MLE applied in a binary multivariate logistic analysis is used to 
model dependent variables to determine the expected probability of success of belonging to a 
certain group. The estimated coefficients for the Logit model are the logarithmic odds ratios and 
cannot be interpreted directly as probabilities. A quick computation is first required and the 
approach is simple.  
 
Specifically, the Logit model is specified as Estimated Y = LN[Pi/(1–Pi)] or, conversely, Pi = 
EXP(Estimated Y)/(1+EXP(Estimated Y)), and the coefficients βi are the log odds ratios. So, 
taking the antilog, or EXP(βi), we obtain the odds ratio of Pi/(1–Pi). This means that with an 
increase in a unit of βi the log odds ratio increases by this amount. Finally, the rate of change in 
the probability is dP/dX = βiPi(1–Pi). The Standard Error measures how accurate the predicted 
Coefficients are, and the t-Statistics are the ratios of each predicted Coefficient to its Standard 
Error and are used in the typical regression hypothesis test of the significance of each estimated 
parameter. To estimate the probability of success of belonging to a certain group (e.g., predicting 
if a smoker will develop chest complications given the amount smoked per year), simply compute 
the Estimated Y value using the MLE coefficients. For example, if the model is Y = 1.1 + 0.005 
(Cigarettes), then someone smoking 100 packs per year has an Estimated Y of 1.1 + 0.005(100) = 
1.6. Next, compute the inverse antilog of the odds ratio: EXP(Estimated Y)/[1 + EXP(Estimated 
Y)] = EXP(1.6)/(1+ EXP(1.6)) = 0.8320. So, such a person has an 83.20% chance of developing 
some chest complications in his or her lifetime.  
 
A Probit model (sometimes also known as a Normit model) is a popular alternative specification 
for a binary response model, which employs a Probit function estimated using maximum 
likelihood estimation and is called Probit regression. The Probit and Logistic regression models 
tend to produce very similar predictions where the parameter estimates in a logistic regression 
tend to be 1.6 to 1.8 times higher than they are in a corresponding Probit model. The choice of 
using a Probit or Logit is entirely up to convenience, and the main distinction is that the logistic 
distribution has a higher kurtosis (fatter tails) to account for extreme values. For example, 
suppose that house ownership is the decision to be modeled, and this response variable is binary 
(home purchase or no home purchase) and depends on a series of independent variables Xi such 
as income, age, and so forth, such that Ii = β0 + β1X1 +...+ βnXn, where the larger the value of Ii, 
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the higher the probability of home ownership. For each family, a critical I* threshold exists, 
where if exceeded, the house is purchased, otherwise, no home is purchased, and the outcome 
probability (P) is assumed to be normally distributed such that Pi = CDF(I) using a standard 
normal cumulative distribution function (CDF). Therefore, use the estimated coefficients exactly 
like those of a regression model and using the Estimated Y value, apply a standard normal 
distribution (you can use Excel’s NORMSDIST function or Risk Simulator's Distributional 
Analysis tool by selecting Normal distribution and setting the mean to be 0 and standard 
deviation to be 1). Finally, to obtain a Probit or probability unit measure, set Ii + 5 (this is 
because whenever the probability Pi < 0.5, the estimated Ii is negative, due to the fact that the 
normal distribution is symmetrical around a mean of zero).  
 
The Tobit model (Censored Tobit) is an econometric and biometric modeling method used to 
describe the relationship between a non-negative dependent variable Yi and one or more 
independent variables Xi. A Tobit model is an econometric model in which the dependent variable 
is censored; that is, the dependent variable is censored because values below zero are not 
observed. The Tobit model assumes that there is a latent unobservable variable Y*. This variable 
is linearly dependent on the Xi variables via a vector of βi coefficients that determine their 
interrelationships. In addition, there is a normally distributed error term, Ui, to capture random 
influences on this relationship. The observable variable Yi is defined to be equal to the latent 
variables whenever the latent variables are above zero and Yi is assumed to be zero otherwise. 
That is, Yi = Y* if Y* > 0 and Yi = 0 if Y* = 0. If the relationship parameter βi is estimated by 
using ordinary least squares regression of the observed Yi on Xi, the resulting regression 
estimators are inconsistent and yield downward-biased slope coefficients and an upward-biased 
intercept. Only MLE would be consistent for a Tobit model. In the Tobit model, there is an 
ancillary statistic called sigma, which is equivalent to the standard error of estimate in a standard 
ordinary least squares regression, and the estimated coefficients are used the same way as a 
regression analysis. 

Multicollinearity 

Multicollinearity exists when there is a linear relationship between the independent variables in a 
regression analysis. When this occurs, the regression equation cannot be estimated at all. In near-
collinearity situations, the estimated regression equation will be biased and provide inaccurate 
results. This situation is especially true when a stepwise regression approach is used, where the 
statistically significant independent variables will be thrown out of the regression mix earlier than 
expected, resulting in a regression equation that is neither efficient nor accurate.  
 
As an example, suppose the following multiple regression analysis exists, where  
 

iiii XXY   ,33,221  
 
then the estimated slopes can be calculated through 
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Now suppose that there is perfect multicollinearity, that is, there exists a perfect linear 
relationship between X2 and X3, such that ii XX ,2,3   for all positive values of . Substituting 
this linear relationship into the slope calculations for 2, the result is indeterminate. In other 
words, we have  
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The same calculation and results apply to 3, which means that the multiple regression analysis 
breaks down and cannot be estimated given a perfect collinearity condition. One quick test of the 
presence of multicollinearity in a multiple regression equation is that the R-squared value is 
relatively high while the t-statistics are relatively low. Another quick test is to create a correlation 
matrix between the independent variables. A high cross-correlation indicates a potential for 
autocorrelation. The rule of thumb is that a correlation with an absolute value greater than 0.75 is 
indicative of severe multicollinearity.  
 
Another test for multicollinearity is the use of the variance inflation factor (VIF), obtained by 
regressing each independent variable to all the other independent variables, obtaining the R-
squared value, and calculating the VIF of that variable by estimating: 
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A high VIF value indicates a high R-squared near unity. As a rule of thumb, a VIF value greater 
than 10 is usually indicative of destructive multicollinearity.   

Partial Autocorrelation 

Autocorrelation can be defined as the correlation of a data set to itself in the past. It is the 
correlation between observations of a time series separated by specified time units. Certain time-
series data follow an autocorrelated series as future outcomes rely heavily on past outcomes (e.g., 
revenues or sales that follow a weekly, monthly, quarterly, or annual seasonal cycle; inflation and 
interest rates that follow some economic or business cycle, etc.). Partial Autocorrelations (PAC), 
in contrast, are used to measure the degree of association between each data point at a particular 
time Yt and a time lag Yt–k when the cumulative effects of all other time lags (1, 2, 3, ..., k–1) have 
been removed. The term lag defines the offset when comparing a data series with itself. In this 
module, the Partial Autocorrelation function is calculated, together with the Q-statistic and 
relevant p-values. If the p-values are below the tested significance level, then the null hypothesis 
(H0) of no autocorrelation is rejected and it is concluded that there is autocorrelation that that 
particular lag. 

Segmentation Clustering 

Segmentation clustering takes the original data set and runs some internal algorithms (a 
combination or k-means hierarchical clustering and other method of moments in order to find the 
best-fitting groups or natural statistical clusters) to statistically divide, or segment, the original 
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data set into multiple groups. This technique is valuable in a variety of settings including 
marketing (such as market segmentation of customers into various customer relationship 
management groups), physical sciences, engineering, and others. 

Seasonality Test 

Many time-series data exhibit seasonality where certain events repeat themselves after some time 
period or seasonality period (e.g., ski resorts’ revenues are higher in winter than in summer, and 
this predictable cycle will repeat itself every winter). Seasonality periods represent how many 
periods would have to pass before the cycle repeats itself (e.g., 24 hours in a day, 12 months in a 
year, 4 quarters in a year, 60 minutes in an hour, etc.). For deseasonalized and detrended data, a 
seasonal index greater than 1 indicates a high period or peak within the seasonal cycle, and a 
value below 1 indicates a dip in the cycle. Enter in the maximum seasonality period to test. That 
is, if you enter 6, the tool will test the following seasonality periods: 1, 2, 3, 4, 5, and 6. Period 1, 
of course, implies no seasonality in the data. Review the report generated for more details on the 
methodology, application, and resulting charts and seasonality test results. The best seasonality 
periodicity is listed first (ranked by the lowest RMSE error measure), and all the relevant error 
measurements are included for comparison: root mean squared error (RMSE), mean squared error 
(MSE), mean absolute deviation (MAD), and mean absolute percentage error (MAPE). 

Structural Break  

A structural break tests whether the coefficients in different data sets are equal, and this test is 
most commonly used in time-series analysis to test for the presence of a structural break. A time-
series data set can be divided into two subsets. Structural break analysis is used to test each subset 
individually and on one another and on the entire data set to statistically determine if, indeed, 
there is a break starting at a particular time period. The structural break test is often used to 
determine whether the independent variables have different impacts on different subgroups of the 
population, such as to test if a new marketing campaign, activity, major event, acquisition, 
divestiture, and so forth have an impact on the time-series data. Suppose, for example, a data set 
has 100 time-series data points. You can set various breakpoints to test, for instance, data points 
10, 30, and 51. (This means that three structural break tests will be performed: data points 1–9 
compared with 10–100; data points 1–29 compared with 30–100; and 1–50 compared with 51–
100 to see if there is a break in the underlying structure at the start of data points 10, 30, and 51.). 
A one-tailed hypothesis test is performed on the null hypothesis (H0) such that the two data 
subsets are statistically similar to one another, that is, there is no statistically significant structural 
break. The alternative hypothesis (Ha) is that the two data subsets are statistically different from 
one another, indicating a possible structural break. If the calculated p-values are less than or equal 
to 0.01, 0.05, or 0.10, then the hypothesis is rejected, which implies that the two data subsets are 
statistically significantly different at the 1%, 5%, and 10% significance levels. High p-values 
indicate that there is no statistically significant structural break. 
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9. PROBABILITY DISTRIBUTIONS AND SIMULATION 

The Basics of Distributions 

The ROV BizStats software includes 45 probability distributions––common and not so common 
ones––and they are divided between discrete and continuous distributions.  
 
This section demonstrates the power of Monte Carlo simulation, but to get started with 
simulation, one first needs to understand the concept of probability distributions. To begin to 
understand probability, consider this example: You want to look at the distribution of nonexempt 
wages within one department of a large company. First, you gather raw data––in this case, the 
wages of each nonexempt employee in the department. Second, you organize the data into a 
meaningful format and plot the data as a frequency distribution on a chart. To create a frequency 
distribution, you divide the wages into group intervals and list these intervals on the chart’s 
horizontal axis. Then you list the number, or frequency, of employees in each interval on the 
chart’s vertical axis. Now you can easily see the distribution of nonexempt wages within the 
department. 
 
A glance at the chart illustrated in Figure 9.1 reveals that most of the employees (approximately 
60 out of a total of 180) earn from $7.00 to $9.00 per hour.   

                                    Figure 9.1 – Frequency Histogram I 
 
You can chart this data as a probability distribution. A probability distribution shows the number 
of employees in each interval as a fraction of the total number of employees. To create a 
probability distribution, you divide the number of employees in each interval by the total number 
of employees and list the results on the chart’s vertical axis. 
 
The chart in Figure 9.2 shows you the number of employees in each wage group as a fraction of 
all employees; you can estimate the likelihood or probability that an employee drawn at random 
from the whole group earns a wage within a given interval. For example, assuming the same 
conditions exist at the time the sample was taken, the probability is 0.33 (a one in three chance) 
that an employee drawn at random from the whole group earns between $8.00 and $8.50 an hour.   
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Probability

0.33

Hourly Wage Ranges in Dollars

   7.00  7.50  8.00  8.50  9.00

                                                                                                                           
                                                      Figure 9.2 – Frequency Histogram II 
 
Probability distributions are either discrete or continuous. Discrete probability distributions 
describe distinct values, usually integers, with no intermediate values and are shown as a series of 
vertical bars. A discrete distribution, for example, might describe the number of heads in four 
flips of a coin as 0, 1, 2, 3, or 4. Continuous distributions are actually mathematical abstractions 
because they assume the existence of every possible intermediate value between two numbers. 
That is, a continuous distribution assumes there is an infinite number of values between any two 
points in the distribution. However, in many situations, you can effectively use a continuous 
distribution to approximate a discrete distribution even though the continuous model does not 
necessarily describe the situation exactly. 
 
Selecting the Right Probability Distribution 
Plotting data is one guide to selecting a probability distribution. The following steps provide 
another process for selecting probability distributions that best describe the uncertain variables in 
your spreadsheets: 
  

•  Look at the variable in question. List everything you know about the conditions surrounding 
this variable. You might be able to gather valuable information about the uncertain variable 
from historical data. If historical data are not available, use your own judgment, based on 
experience, listing everything you know about the uncertain variable. 

•  Review the descriptions of the probability distributions. 
•  Select the distribution that characterizes this variable. A distribution characterizes a variable 

when the conditions of the distribution match those of the variable. 
 
Monte Carlo Simulation 
Monte Carlo simulation in its simplest form is a random number generator that is useful for 
forecasting, estimation, and risk analysis. A simulation calculates numerous scenarios of a model 
by repeatedly picking values from a user-predefined probability distribution for the uncertain 
variables and using those values for the model. As all those scenarios produce associated results 
in a model, each scenario can have a forecast. Forecasts are events (usually with formulas or 
functions) that you define as important outputs of the model. These usually are events such as 
totals, net profit, or gross expenses.  
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Simplistically, think of the Monte Carlo simulation approach as repeatedly picking golf balls out 
of a large basket with replacement. The size and shape of the basket depend on the distributional 
input assumption (e.g., a normal distribution with a mean of 100 and a standard deviation of 10, 
versus a uniform distribution or a triangular distribution) where some baskets are deeper or more 
symmetrical than others, allowing certain balls to be pulled out more frequently than others. The 
number of balls pulled repeatedly depends on the number of trials simulated. For a large model 
with multiple related assumptions, imagine a very large basket wherein many smaller baskets 
reside. Each small basket has its own set of golf balls that are bouncing around. Sometimes these 
small baskets are linked with each other (if there is a correlation between the variables) and the 
golf balls are bouncing in tandem, while other times the balls are bouncing independent of one 
another. The balls that are picked each time from these interactions within the model (the large 
central basket) are tabulated and recorded, providing a forecast output result of the simulation.       
 
With Monte Carlo simulation, ROV BizStats generates random values for each assumption’s 
probability distribution that are totally independent. In other words, the random value selected for 
one trial has no effect on the next random value generated. Use Monte Carlo sampling when you 
want to simulate real-world what-if scenarios for your spreadsheet model. 
 
The Appendix provides a detailed listing of the different types of discrete and continuous 
probability distributions that can be used in Monte Carlo simulation. 
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Probability Tables––Standard Normal (Partial Area) 

Figure 9.3 shows the Standard Normal Z Distribution table for partial areas. That is, the table lists 
the probability under the curve of the shaded area seen in Figure 9.4. To illustrate, for a Z-value 
of 1.96, refer to the 1.9 row and 0.06 column to obtain an area of 0.4750. This means there is 
47.50% in the shaded region and 2.50% in the single-tail. Similarly, there is 95% in the body or 
5% in both tails. Thus, a Z-score of 1.96 represents a 95% confidence interval on a standard 
normal Z-distribution, leaving 2.5% of the area in each tail.          

Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09
0.0 0.0000 0.0040 0.0080 0.0120 0.0160 0.0199 0.0239 0.0279 0.0319 0.0359
0.1 0.0398 0.0438 0.0478 0.0517 0.0557 0.0596 0.0636 0.0675 0.0714 0.0753
0.2 0.0793 0.0832 0.0871 0.0910 0.0948 0.0987 0.1026 0.1064 0.1103 0.1141
0.3 0.1179 0.1217 0.1255 0.1293 0.1331 0.1368 0.1406 0.1443 0.1480 0.1517
0.4 0.1554 0.1591 0.1628 0.1664 0.1700 0.1736 0.1772 0.1808 0.1844 0.1879
0.5 0.1915 0.1950 0.1985 0.2019 0.2054 0.2088 0.2123 0.2157 0.2190 0.2224
0.6 0.2257 0.2291 0.2324 0.2357 0.2389 0.2422 0.2454 0.2486 0.2517 0.2549
0.7 0.2580 0.2611 0.2642 0.2673 0.2704 0.2734 0.2764 0.2794 0.2823 0.2852
0.8 0.2881 0.2910 0.2939 0.2967 0.2995 0.3023 0.3051 0.3078 0.3106 0.3133
0.9 0.3159 0.3186 0.3212 0.3238 0.3264 0.3289 0.3315 0.3340 0.3365 0.3389
1.0 0.3413 0.3438 0.3461 0.3485 0.3508 0.3531 0.3554 0.3577 0.3599 0.3621
1.1 0.3643 0.3665 0.3686 0.3708 0.3729 0.3749 0.3770 0.3790 0.3810 0.3830
1.2 0.3849 0.3869 0.3888 0.3907 0.3925 0.3944 0.3962 0.3980 0.3997 0.4015
1.3 0.4032 0.4049 0.4066 0.4082 0.4099 0.4115 0.4131 0.4147 0.4162 0.4177
1.4 0.4192 0.4207 0.4222 0.4236 0.4251 0.4265 0.4279 0.4292 0.4306 0.4319
1.5 0.4332 0.4345 0.4357 0.4370 0.4382 0.4394 0.4406 0.4418 0.4429 0.4441
1.6 0.4452 0.4463 0.4474 0.4484 0.4495 0.4505 0.4515 0.4525 0.4535 0.4545
1.7 0.4554 0.4564 0.4573 0.4582 0.4591 0.4599 0.4608 0.4616 0.4625 0.4633
1.8 0.4641 0.4649 0.4656 0.4664 0.4671 0.4678 0.4686 0.4693 0.4699 0.4706
1.9 0.4713 0.4719 0.4726 0.4732 0.4738 0.4744 0.4750 0.4756 0.4761 0.4767
2.0 0.4772 0.4778 0.4783 0.4788 0.4793 0.4798 0.4803 0.4808 0.4812 0.4817
2.1 0.4821 0.4826 0.4830 0.4834 0.4838 0.4842 0.4846 0.4850 0.4854 0.4857
2.2 0.4861 0.4864 0.4868 0.4871 0.4875 0.4878 0.4881 0.4884 0.4887 0.4890
2.3 0.4893 0.4896 0.4898 0.4901 0.4904 0.4906 0.4909 0.4911 0.4913 0.4916
2.4 0.4918 0.4920 0.4922 0.4925 0.4927 0.4929 0.4931 0.4932 0.4934 0.4936
2.5 0.4938 0.4940 0.4941 0.4943 0.4945 0.4946 0.4948 0.4949 0.4951 0.4952
2.6 0.4953 0.4955 0.4956 0.4957 0.4959 0.4960 0.4961 0.4962 0.4963 0.4964
2.7 0.4965 0.4966 0.4967 0.4968 0.4969 0.4970 0.4971 0.4972 0.4973 0.4974
2.8 0.4974 0.4975 0.4976 0.4977 0.4977 0.4978 0.4979 0.4979 0.4980 0.4981
2.9 0.4981 0.4982 0.4982 0.4983 0.4984 0.4984 0.4985 0.4985 0.4986 0.4986
3.0 0.4987 0.4987 0.4987 0.4988 0.4988 0.4989 0.4989 0.4989 0.4990 0.4990

Standard Normal Distribution (Partial Area)

Example: For a Z-value of 1.96, refer to the 1.9 row and 0.06 column for the area of 0.4750. This means there is
47.50% in the shaded region and 2.50% in the single-tail. Similarly, there is 95% in the body or 5% in both tails.  

 
Figure 9.3 – Standard Normal Z Distribution (Partial Area) 

 
 
 
 
 
 

Figure 9.4 – Visual Representation of the Standard Normal Partial Area 
Z = 0    Z = 1.96 
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Probability Tables––Standard Normal (Full Area) 

Figure 9.5 shows the Standard Normal Z Distribution table for the full area. That is, the table lists 
the probability under the curve from the end of the left tail until the specified value, as shown in 
Figure 9.6. To illustrate, for a Z-value of 1.96, refer to the 1.9 row and 0.06 column to obtain an 
area of 0.9750. This means there is 97.50% from the left tail of the distribution until the Z-score 
of 1.96, leaving 2.50% in the single-tail. This is consistent with Figure 9.4’s partial area, where 
for the same Z-score, there is 2.5% in each tail. 

Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09
0.0 0.5000 0.5040 0.5080 0.5120 0.5160 0.5199 0.5239 0.5279 0.5319 0.5359
0.1 0.5398 0.5438 0.5478 0.5517 0.5557 0.5596 0.5636 0.5675 0.5714 0.5753
0.2 0.5793 0.5832 0.5871 0.5910 0.5948 0.5987 0.6026 0.6064 0.6103 0.6141
0.3 0.6179 0.6217 0.6255 0.6293 0.6331 0.6368 0.6406 0.6443 0.6480 0.6517
0.4 0.6554 0.6591 0.6628 0.6664 0.6700 0.6736 0.6772 0.6808 0.6844 0.6879
0.5 0.6915 0.6950 0.6985 0.7019 0.7054 0.7088 0.7123 0.7157 0.7190 0.7224
0.6 0.7257 0.7291 0.7324 0.7357 0.7389 0.7422 0.7454 0.7486 0.7517 0.7549
0.7 0.7580 0.7611 0.7642 0.7673 0.7704 0.7734 0.7764 0.7794 0.7823 0.7852
0.8 0.7881 0.7910 0.7939 0.7967 0.7995 0.8023 0.8051 0.8078 0.8106 0.8133
0.9 0.8159 0.8186 0.8212 0.8238 0.8264 0.8289 0.8315 0.8340 0.8365 0.8389
1.0 0.8413 0.8438 0.8461 0.8485 0.8508 0.8531 0.8554 0.8577 0.8599 0.8621
1.1 0.8643 0.8665 0.8686 0.8708 0.8729 0.8749 0.8770 0.8790 0.8810 0.8830
1.2 0.8849 0.8869 0.8888 0.8907 0.8925 0.8944 0.8962 0.8980 0.8997 0.9015
1.3 0.9032 0.9049 0.9066 0.9082 0.9099 0.9115 0.9131 0.9147 0.9162 0.9177
1.4 0.9192 0.9207 0.9222 0.9236 0.9251 0.9265 0.9279 0.9292 0.9306 0.9319
1.5 0.9332 0.9345 0.9357 0.9370 0.9382 0.9394 0.9406 0.9418 0.9429 0.9441
1.6 0.9452 0.9463 0.9474 0.9484 0.9495 0.9505 0.9515 0.9525 0.9535 0.9545
1.7 0.9554 0.9564 0.9573 0.9582 0.9591 0.9599 0.9608 0.9616 0.9625 0.9633
1.8 0.9641 0.9649 0.9656 0.9664 0.9671 0.9678 0.9686 0.9693 0.9699 0.9706
1.9 0.9713 0.9719 0.9726 0.9732 0.9738 0.9744 0.9750 0.9756 0.9761 0.9767
2.0 0.9772 0.9778 0.9783 0.9788 0.9793 0.9798 0.9803 0.9808 0.9812 0.9817
2.1 0.9821 0.9826 0.9830 0.9834 0.9838 0.9842 0.9846 0.9850 0.9854 0.9857
2.2 0.9861 0.9864 0.9868 0.9871 0.9875 0.9878 0.9881 0.9884 0.9887 0.9890
2.3 0.9893 0.9896 0.9898 0.9901 0.9904 0.9906 0.9909 0.9911 0.9913 0.9916
2.4 0.9918 0.9920 0.9922 0.9925 0.9927 0.9929 0.9931 0.9932 0.9934 0.9936
2.5 0.9938 0.9940 0.9941 0.9943 0.9945 0.9946 0.9948 0.9949 0.9951 0.9952
2.6 0.9953 0.9955 0.9956 0.9957 0.9959 0.9960 0.9961 0.9962 0.9963 0.9964
2.7 0.9965 0.9966 0.9967 0.9968 0.9969 0.9970 0.9971 0.9972 0.9973 0.9974
2.8 0.9974 0.9975 0.9976 0.9977 0.9977 0.9978 0.9979 0.9979 0.9980 0.9981
2.9 0.9981 0.9982 0.9982 0.9983 0.9984 0.9984 0.9985 0.9985 0.9986 0.9986
3.0 0.9987 0.9987 0.9987 0.9988 0.9988 0.9989 0.9989 0.9989 0.9990 0.9990

Standard Normal Distribution (Full Area)

Example: For a Z-value of 2.33, refer to the 2.3 row and 0.03 column for the area of 0.99.
This means there is 99% in the shaded region and 1% in the one-sided left or right tail.  

 
Figure 9.5 – Standard Normal Z Distribution (Full Area) 

 
 
 
 
 

 
Figure 9.6 – Visual Representation of the Standard Normal Full Area 

      Z = 1.96 
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Probability Tables––Student’s T-Table (One and Two Tails) 

Figure 9.7 shows the Student’s T Distribution table for one and two tails. That is, the table lists 
the probability under the curve as shown in Figure 9.8. To illustrate, for 2 degrees of freedom 
(df), an alpha () significance of 10% yields t-values of 1.8856 (for the one-tail distribution) and 
2.9200 (for the two-tail). This means there is a 10% probability of as seen in Figure 19 (the 
10% is on one end of the distribution for the one-tail, while it is divided into two portions of 5% 
in the two-tail distribution). 
 

alpha 0.100 0.050 0.025 0.010 0.005 alpha 0.100 0.050 0.025 0.010 0.005
df = 1 3.0777 6.3137 12.7062 31.8210 63.6559 df = 1 6.3137 12.7062 25.4519 63.6559 127.3211

2 1.8856 2.9200 4.3027 6.9645 9.9250 2 2.9200 4.3027 6.2054 9.9250 14.0892
3 1.6377 2.3534 3.1824 4.5407 5.8408 3 2.3534 3.1824 4.1765 5.8408 7.4532
4 1.5332 2.1318 2.7765 3.7469 4.6041 4 2.1318 2.7765 3.4954 4.6041 5.5975
5 1.4759 2.0150 2.5706 3.3649 4.0321 5 2.0150 2.5706 3.1634 4.0321 4.7733
6 1.4398 1.9432 2.4469 3.1427 3.7074 6 1.9432 2.4469 2.9687 3.7074 4.3168
7 1.4149 1.8946 2.3646 2.9979 3.4995 7 1.8946 2.3646 2.8412 3.4995 4.0294
8 1.3968 1.8595 2.3060 2.8965 3.3554 8 1.8595 2.3060 2.7515 3.3554 3.8325
9 1.3830 1.8331 2.2622 2.8214 3.2498 9 1.8331 2.2622 2.6850 3.2498 3.6896

10 1.3722 1.8125 2.2281 2.7638 3.1693 10 1.8125 2.2281 2.6338 3.1693 3.5814
15 1.3406 1.7531 2.1315 2.6025 2.9467 15 1.7531 2.1315 2.4899 2.9467 3.2860
20 1.3253 1.7247 2.0860 2.5280 2.8453 20 1.7247 2.0860 2.4231 2.8453 3.1534
25 1.3163 1.7081 2.0595 2.4851 2.7874 25 1.7081 2.0595 2.3846 2.7874 3.0782
30 1.3104 1.6973 2.0423 2.4573 2.7500 30 1.6973 2.0423 2.3596 2.7500 3.0298
35 1.3062 1.6896 2.0301 2.4377 2.7238 35 1.6896 2.0301 2.3420 2.7238 2.9961
40 1.3031 1.6839 2.0211 2.4233 2.7045 40 1.6839 2.0211 2.3289 2.7045 2.9712
45 1.3007 1.6794 2.0141 2.4121 2.6896 45 1.6794 2.0141 2.3189 2.6896 2.9521
50 1.2987 1.6759 2.0086 2.4033 2.6778 50 1.6759 2.0086 2.3109 2.6778 2.9370

100 1.2901 1.6602 1.9840 2.3642 2.6259 100 1.6602 1.9840 2.2757 2.6259 2.8707
200 1.2858 1.6525 1.9719 2.3451 2.6006 200 1.6525 1.9719 2.2584 2.6006 2.8385
300 1.2844 1.6499 1.9679 2.3388 2.5923 300 1.6499 1.9679 2.2527 2.5923 2.8279
500 1.2832 1.6479 1.9647 2.3338 2.5857 500 1.6479 1.9647 2.2482 2.5857 2.8195

100000 1.2816 1.6449 1.9600 2.3264 2.5759 100000 1.6449 1.9600 2.2414 2.5759 2.8071

Student's t-Distribution
one-tail two-tail

Example: For an alpha in the single right tail area of 2.5% with 15 degrees of freedom, the critical-t value is 2.1315.  
 

Figure 9.7 – Student’s T-Table 
 
 

 

 
 

Figure 9.8 – Visual Representation of the Student’s T Distribution (One and Two Tails) 
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APPENDIX 1: DETAILS ON PROBABILITY DISTRIBUTIONS 

Probability distributions are either discrete or continuous. Discrete probability distributions 
describe distinct values, usually integers, with no intermediate values and are shown as a series of 
vertical bars. A discrete distribution, for example, might describe the number of heads in four 
flips of a coin as 0, 1, 2, 3, or 4. Continuous distributions are actually mathematical abstractions 
because they assume the existence of every possible intermediate value between two numbers. 
That is, a continuous distribution assumes there is an infinite number of values between any two 
points in the distribution. However, in many situations, you can effectively use a continuous 
distribution to approximate a discrete distribution even though the continuous model does not 
necessarily describe the situation exactly. 

Discrete Distributions 

Bernoulli or Yes/No Distribution  

The Bernoulli distribution is a discrete distribution with two outcomes (e.g., head or tails, success 
or failure, 0 or 1). It is the binomial distribution with one trial and can be used to simulate Yes/No 
or Success/Failure conditions. This distribution is the fundamental building block of other more 
complex distributions. For instance: 

 
 Binomial distribution: a Bernoulli distribution with higher number of n total trials 

that computes the probability of x successes within this total number of trials. 
 Geometric distribution: a Bernoulli distribution with higher number of trials that 

computes the number of failures required before the first success occurs. 
 Negative binomial distribution: a Bernoulli distribution with higher number of trials 

that computes the number of failures before the Xth success occurs. 
  

The mathematical constructs for the Bernoulli distribution are as follows: 
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Excess Kurtosis = 
)1(

166 2

pp
pp




 

 
Probability of success (p) is the only distributional parameter. Also, it is important to note that 
there is only one trial in the Bernoulli distribution, and the resulting simulated value is either 0 or 
1.  
 
Input requirements:  
Probability of success > 0 and < 1 (i.e., 0.0001 ≤ p ≤ 0.9999). 

Binomial Distribution  

The binomial distribution describes the number of times a particular event occurs in a fixed 
number of trials, such as the number of heads in 10 flips of a coin or the number of defective 
items out of 50 items chosen. 
 
Conditions  
The three conditions underlying the binomial distribution are:  
 

•  For each trial, only two outcomes are possible that are mutually exclusive. 
•  The trials are independent––what happens in the first trial does not affect the next trial. 
•  The probability of an event occurring remains the same from trial to trial. 

 
The mathematical constructs for the binomial distribution are as follows: 
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Probability of success (p) and the integer number of total trials (n) are the distributional 
parameters. The number of successful trials is denoted x. It is important to note that probability of 
success (p) of 0 or 1 are trivial conditions that do not require any simulations and, hence, are not 
allowed in the software.  
 
Input requirements:  
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Probability of success > 0 and < 1 (i.e., 0.0001 ≤ p ≤ 0.9999).  
Number of trials ≥ 1 or positive integers and ≤ 1000 (for larger trials, use the normal distribution 
with the relevant computed binomial mean and standard deviation as the normal distribution’s 
parameters).   

Discrete Uniform  

The discrete uniform distribution is also known as the equally likely outcomes distribution, where 
the distribution has a set of N elements and each element has the same probability. This 
distribution is related to the uniform distribution but its elements are discrete and not continuous.  
The mathematical constructs for the discrete uniform distribution are as follows: 

N
xP 1)(   

Mean = 
2

1N
  ranked value 

Standard Deviation = 
12

)1)(1(  NN
  ranked value 

Skewness = 0 (i.e., the distribution is perfectly symmetrical) 

Excess Kurtosis = 
)1)(1(5

)1(6 2



NN

N
 ranked value 

 
Input requirements:  
Minimum < maximum and both must be integers (negative integers and zero are allowed). 

Geometric Distribution 

The geometric distribution describes the number of trials until the first successful occurrence, 
such as the number of times you need to spin a roulette wheel before you win. 
 
Conditions 
The three conditions underlying the geometric distribution are: 
 

•  The number of trials is not fixed. 
•  The trials continue until the first success. 
•  The probability of success is the same from trial to trial. 

 
The mathematical constructs for the geometric distribution are as follows: 
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Probability of success (p) is the only distributional parameter. The number of successful trials 
simulated is denoted x, which can only take on positive integers.  
 
Input requirements:  
Probability of success > 0 and < 1 (i.e., 0.0001 ≤ p ≤ 0.9999). It is important to note that 
probability of success (p) of 0 or 1 are trivial conditions that do not require any simulations and, 
hence, are not allowed in the software. 

Hypergeometric Distribution 

The hypergeometric distribution is similar to the binomial distribution in that both describe the 
number of times a particular event occurs in a fixed number of trials. The difference is that 
binomial distribution trials are independent, whereas hypergeometric distribution trials change the 
probability for each subsequent trial and are called “trials without replacement.” For example, 
suppose a box of manufactured parts is known to contain some defective parts. You choose a part 
from the box, find it is defective, and remove the part from the box. If you choose another part 
from the box, the probability that it is defective is somewhat lower than for the first part because 
you have already removed a defective part. If you had replaced the defective part, the 
probabilities would have remained the same, and the process would have satisfied the conditions 
for a binomial distribution. 
 
 
Conditions 
The three conditions underlying the hypergeometric distribution are: 
 

•  The total number of items or elements (the population size) is a fixed number, a finite 
population. The population size must be less than or equal to 1,750. 

•  The sample size (the number of trials) represents a portion of the population. 
•  The known initial probability of success in the population changes after each trial. 

 
The mathematical constructs for the hypergeometric distribution are as follows: 
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Excess Kurtosis = complex function  
 
The number of items in the population or Population Size (N), trials sampled or Sample Size (n), 
and number of items in the population that have the successful trait or Population Successes (Nx) 
are the distributional parameters. The number of successful trials is denoted x. 
 
Input requirements:  
Population Size ≥ 2 and integer. 
Sample Size > 0 and integer. 
Population Successes > 0 and integer. 
Population Size > Population Successes. 
Sample Size < Population Successes. 
Population Size < 1750. 



ROV BizStats – User Manual 77 © Copyright 2005-2011 Dr. Johnathan Mun 
 
 

Negative Binomial Distribution 

The negative binomial distribution is useful for modeling the distribution of the number of 
additional trials required in addition to the number of successful occurrences required (R). For 
instance, in order to close a total of 10 sales opportunities, how many extra sales calls would you 
need to make above 10 calls given some probability of success in each call? The x-axis shows the 
number of additional calls required or the number of failed calls. The number of trials is not 
fixed, the trials continue until the Rth success, and the probability of success is the same from 
trial to trial. Probability of success (p) and number of successes required (R) are the distributional 
parameters. It is essentially a superdistribution of the geometric and binomial distributions. This 
distribution shows the probabilities of each number of trials in excess of R to produce the required 
success R. 
 
Conditions 
The three conditions underlying the negative binomial distribution are: 
 

•  The number of trials is not fixed. 
•  The trials continue until the rth success. 
•  The probability of success is the same from trial to trial. 

 
The mathematical constructs for the negative binomial distribution are as follows: 
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Probability of success (p) and required successes (R) are the distributional parameters. 
 
Input requirements:  
Successes required must be positive integers > 0 and < 8000. 
Probability of success > 0 and < 1 (that is, 0.0001 ≤ p ≤ 0.9999). It is important to note that 
probability of success (p) of 0 or 1 are trivial conditions that do not require any simulations and, 
hence, are not allowed in the software.  
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Pascal Distribution 

The Pascal distribution is useful for modeling the distribution of the number of total trials 
required to obtain the number of successful occurrences required. For instance, to close a total of 
10 sales opportunities, how many total sales calls would you need to make given some probability 
of success in each call? The x-axis shows the total number of calls required, which includes 
successful and failed calls. The number of trials is not fixed, the trials continue until the Rth 
success, and the probability of success is the same from trial to trial. Pascal distribution is related 
to the negative binomial distribution. Negative binomial distribution computes the number of 
events required in addition to the number of successes required given some probability (in other 
words, the total failures), whereas the Pascal distribution computes the total number of events 
required (in other words, the sum of failures and successes) to achieve the successes required 
given some probability. Successes required and probability are the distributional parameters. 
 
Conditions 
The three conditions underlying the negative binomial distribution are: 
 

•  The number of trials is not fixed. 
•  The trials continue until the rth success. 
•  The probability of success is the same from trial to trial. 

 
The mathematical constructs for the Pascal distribution are shown below:  
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Successes Required and Probability are the distributional parameters. 
 
Input requirements:  
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Successes required > 0 and is an integer. 
0 ≤ Probability ≤ 1. 

Poisson Distribution 

The Poisson distribution describes the number of times an event occurs in a given interval, such 
as the number of telephone calls per minute or the number of errors per page in a document. 
 
Conditions 
The three conditions underlying the Poisson distribution are: 
 

•  The number of possible occurrences in any interval is unlimited. 
•  The occurrences are independent. The number of occurrences in one interval does not affect 

the number of occurrences in other intervals. 
•  The average number of occurrences must remain the same from interval to interval. 

 
The mathematical constructs for the Poisson are as follows: 
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Rate, or Lambda (), is the only distributional parameter. 
 
Input requirements:  
Rate > 0 and ≤ 1000 (i.e., 0.0001 ≤ rate ≤ 1000). 
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Continuous Distributions 

Arcsine Distribution 

The arcsine distribution is U-shaped and is a special case of the bBeta distribution when both 
shape and scale are equal to 0.5. Values close to the minimum and maximum have high 
probabilities of occurrence whereas values between these two extremes have very small 
probabilities of occurrence. Minimum and maximum are the distributional parameters.  
 
The mathematical constructs for the Arcsine distribution are shown below. The probability 
density function (PDF) is denoted f(x) and the cumulative distribution function (CDF) is denoted 
F(x). 
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Skewness = 0 for all inputs 
Excess Kurtosis = 1.5 for all inputs 
 
Minimum and maximum are the distributional parameters. 
 
Input requirements:  
Maximum > minimum (either input parameter can be positive, negative, or zero). 

Beta Distribution 

The beta distribution is very flexible and is commonly used to represent variability over a fixed 
range. One of the more important applications of the beta distribution is its use as a conjugate 
distribution for the parameter of a Bernoulli distribution. In this application, the beta distribution 
is used to represent the uncertainty in the probability of occurrence of an event. It is also used to 
describe empirical data and predict the random behavior of percentages and fractions, as the 
range of outcomes is typically between 0 and 1.  
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The value of the beta distribution lies in the wide variety of shapes it can assume when you vary 
the two parameters, alpha and beta. If the parameters are equal, the distribution is symmetrical. If 
either parameter is 1 and the other parameter is greater than 1, the distribution is J-shaped. If 
alpha is less than beta, the distribution is said to be positively skewed (most of the values are near 
the minimum value). If alpha is greater than beta, the distribution is negatively skewed (most of 
the values are near the maximum value).   
 
The mathematical constructs for the beta distribution are as follows: 
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Alpha () and beta () are the two distributional shape parameters, and  is the Gamma function.   
 
Conditions 
The two conditions underlying the beta distribution are: 
 

•  The uncertain variable is a random value between 0 and a positive value. 
•  The shape of the distribution can be specified using two positive values. 
 
Input requirements:  
Alpha and beta both > 0 and can be any positive value. 

Beta 3 and Beta 4 Distributions 

The original Beta distribution only takes two inputs, Alpha and Beta shape parameters. However, 
the output of the simulated value is between 0 and 1. In the Beta 3 distribution, we add an extra 
parameter called Location or Shift, where we are not free to move away from this 0 to 1 output 
limitation, therefore the Beta 3 distribution is also known as a Shifted Beta distribution. Similarly, 
the Beta 4 distribution adds two input parameters, Location or Shift, and Factor. The original 
Bbeta distribution is multiplied by the factor and shifted by the location, and, therefore the Beta 4 
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is also known as the Multiplicative Shifted Beta distribution.  
 
The mathematical constructs for the Beta 3 and Beta 4 distributions are based on those in the Beta 
distribution, with the relevant shifts and factorial multiplication (e.g., the PDF and CDF will be 
adjusted by the shift and factor, and some of the moments, such as the mean, will similarly be 
affected; the standard deviation, in contrast, is only affected by the factorial multiplication, 
whereas the remaining moments are not affected at all). 
 
Input requirements:  
Location >=< 0  (location can take on any positive or negative value including zero). 
Factor > 0.  

Cauchy Distribution, or Lorentzian or Breit-Wigner Distribution 

 
The Cauchy distribution, also called the Lorentzian or Breit-Wigner distribution, is a continuous 
distribution describing resonance behavior. It also describes the distribution of horizontal 
distances at which a line segment tilted at a random angle cuts the x-axis.  
 
The mathematical constructs for the cauchy or Lorentzian distribution are as follows: 
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The Cauchy distribution is a special case because it does not have any theoretical moments 
(mean, standard deviation, skewness, and kurtosis) as they are all undefined.  
 
Mode location () and scale ( are the only two parameters in this distribution. The location 
parameter specifies the peak or mode of the distribution, while the scale parameter specifies the 
half-width at half-maximum of the distribution. In addition, the mean and variance of a Cauchy, 
or Lorentzian, distribution are undefined.  
 
In addition, the Cauchy distribution is the Student’s T distribution with only 1 degree of freedom. 
This distribution is also constructed by taking the ratio of two standard normal distributions 
(normal distributions with a mean of zero and a variance of one) that are independent of one 
another.  
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Input requirements:  
Location (Alpha) can be any value. 
Scale (Beta) > 0 and can be any positive value. 

Chi-Square Distribution 

The chi-square distribution is a probability distribution used predominatly in hypothesis testing, 
and is related to the gamma and standard normal distributions. For instance, the sum of 
independent normal distributions is distributed as a chi-square () with k degrees of freedom: 

222
2

2
1 ~... k

d

kZZZ   

 
The mathematical constructs for the chi-square distribution are as follows: 
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 is the gamma function. Degrees of freedom, k, is the only distributional parameter. 
 
The chi-square distribution can also be modeled using a gamma distribution by setting the  

shape parameter equal to 
2
k

 and the scaleequal to 22S  where S is the scale.  

 
Input requirements:  
Degrees of freedom  > 1 and must be an integer < 300. 

Cosine Distribution 

The cosine distribution looks like a logistic distribution where the median value between the 
minimum and maximum have the highest peak or mode, carrying the maximum probability of 
occurrence, while the extreme tails close to the minimum and maximum values have lower 
probabilities. Minimum and maximum are the distributional parameters. 
 
 
The mathematical constructs for the Cosine distribution are shown below:  
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Minimum and maximum are the distributional parameters. 
 
Input requirements:  
Maximum > minimum (either input parameter can be positive, negative, or zero). 

Double Log Distribution 

The double log distribution looks like the Cauchy distribution where the central tendency is 
peaked and carries the maximum value probability density but declines faster the further it gets 
away from the center, creating a symmetrical distribution with an extreme peak in between the 
minimum and maximum values. Minimum and maximum are the distributional parameters.  
  
The mathematical constructs for the Double Log distribution are shown below:  
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2
Min MaxMean =   

2( )
36

Max MinStandard Deviation =   

Skewness is always equal to 0 
Excess Kurtosis is a complex function and not easily represented 
 
Minimum and maximum are the distributional parameters. 
 
Input requirements:  
Maximum > minimum (either input parameter can be positive, negative, or zero). 

Erlang Distribution 

The Erlang distribution is the same as the Gamma distribution with the requirement that the 
Alpha or shape parameter must be a positive integer. An example application of the Erlang 
distribution is the calibration of the rate of transition of elements through a system of 
compartments. Such systems are widely used in biology and ecology (e.g., in epidemiology, an 
individual may progress at an exponential rate from being healthy to becoming a disease carrier, 
and continue exponentially from being a carrier to being infectious). Alpha (also known as shape) 
and Beta (also known as scale) are the distributional parameters.  
  
The mathematical constructs for the Erlang distribution are shown below:  
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Alpha and Beta are the distributional parameters. 
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Input requirements:  
Alpha (Shape) > 0 and is an Integer  
Beta (Scale) > 0 

Exponential Distribution 

The exponential distribution is widely used to describe events recurring at random points in time, 
such as the time between failures of electronic equipment or the time between arrivals at a service 
booth. It is related to the Poisson distribution, which describes the number of occurrences of an 
event in a given interval of time. An important characteristic of the exponential distribution is the 
“memoryless” property, which means that the future lifetime of a given object has the same 
distribution regardless of the time it existed. In other words, time has no effect on future 
outcomes. 
 
Conditions 
The condition underlying the exponential distribution is: 
 

•  The exponential distribution describes the amount of time between occurrences. 
 
The mathematical constructs for the exponential distribution are as follows: 

0 ;0for    )(     xexf x  

Mean = 

1

 

Standard Deviation = 

1

 

Skewness = 2 (this value applies to all success rate inputs) 
Excess Kurtosis = 6 (this value applies to all success rate inputs) 
 
Success rate () is the only distributional parameter. The number of successful trials is denoted x. 
 
Input requirements:  
Rate > 0.    

Exponential 2 Distribution 

The Exponential 2 distribution uses the same constructs as the original Exponential distribution 
but adds a Location or Shift parameter. The Exponential distribution starts from a minimum value 
of 0, whereas this Exponential 2 or Shifted Exponential, distribution shifts the starting location to 
any other value. 
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Rate, or Lambda, and Location, or Shift, are the distributional parameters. 
 
Input requirements:  
Rate (Lambda) > 0.  
Location can be any positive or negative value including zero. 

Extreme Value Distribution, or Gumbel Distribution 

The extreme value distribution (Type 1) is commonly used to describe the largest value of a 
response over a period of time, for example, in flood flows, rainfall, and earthquakes. Other 
applications include the breaking strengths of materials, construction design, and aircraft loads 
and tolerances. The extreme value distribution is also known as the Gumbel distribution.  
 
The mathematical constructs for the extreme value distribution are as follows: 

xezzexf
x

Z  of any value and ;0for      where1)( 


 





 and  

Mean =  577215.0  

Standard Deviation = 22

6
1

  

Skewness = 13955.1)2020569.1(612
3 


 (this applies for all values of mode and scale) 

Excess Kurtosis = 5.4 (this applies for all values of mode and scale) 
 
Mode () and scale () are the distributional parameters. 
 
Calculating Parameters 
There are two standard parameters for the extreme value distribution: mode and scale. The mode 
parameter is the most likely value for the variable (the highest point on the probability 
distribution). After you select the mode parameter, you can estimate the scale parameter. The 
scale parameter is a number greater than 0. The larger the scale parameter, the greater the 
variance. 
 
 
Input requirements:  
Mode Alpha can be any value. 
Scale Beta > 0. 

F Distribution, or Fisher-Snedecor Distribution 

The F distribution, also known as the Fisher-Snedecor distribution, is another continuous 
distribution used most frequently for hypothesis testing. Specifically, it is used to test the 
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statistical difference between two variances in analysis of variance tests and likelihood ratio tests. 
The F distribution with the numerator degree of freedom n and denominator degree of freedom m 
is related to the chi-square distribution in that: 
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Excess Kurtosis = 
)2)(8)(6(

5225324482016(12 22232
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The numerator degree of freedom n and denominator degree of freedom m are the only 
distributional parameters.  
 
Input requirements:  
Degrees of freedom numerator and degrees of freedom denominator must both be integers > 0  

Gamma Distribution (Erlang Distribution)  

The gamma distribution applies to a wide range of physical quantities and is related to other 
distributions: lognormal, exponential, Pascal, Erlang, Poisson, and chi-square. It is used in 
meteorological processes to represent pollutant concentrations and precipitation quantities. The 
gamma distribution is also used to measure the time between the occurrence of events when the 
event process is not completely random. Other applications of the gamma distribution include 
inventory control, economic theory, and insurance risk theory. 
 
Conditions 
The gamma distribution is most often used as the distribution of the amount of time until the rth 
occurrence of an event in a Poisson process. When used in this fashion, the three conditions 
underlying the gamma distribution are: 
 

•  The number of possible occurrences in any unit of measurement is not limited to a fixed 
number. 

•  The occurrences are independent. The number of occurrences in one unit of measurement 
does not affect the number of occurrences in other units. 
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•  The average number of occurrences must remain the same from unit to unit. 
 
The mathematical constructs for the gamma distribution are as follows: 

0 and 0 of any value   with 
)(

)(

1
























 x

ex

xf  

Mean = 

Standard Deviation = 2  

Skewness = 

2

 

Excess Kurtosis = 

6

 

 
Shape parameter alpha () and scale parameter beta () are the distributional parameters, and  is 
the Gamma function.  
 
When the alpha parameter is a positive integer, the gamma distribution is called the Erlang 
distribution, used to predict waiting times in queuing systems, where the Erlang distribution is the 
sum of independent and identically distributed random variables each having a memoryless 
exponential distribution. Setting n as the number of these random variables, the mathematical 
construct of the Erlang distribution is: 

)!1(
)(

1






n
exxf

xn

 for all x > 0 and all positive integers of n 

 
Input requirements:  
Scale beta > 0 and can be any positive value. 
Shape alpha ≥ 0.05 and any positive value. 
Location can be any value. 

Laplace Distribution 

The Laplace distribution is also sometimes called the double exponential distribution because it 
can be constructed with two exponential distributions (with an additional location parameter) 
spliced together back-to-back, creating an unusual peak in the middle. The probability density 
function of the Laplace distribution is reminiscent of the normal distribution. However, whereas 
the normal distribution is expressed in terms of the squared difference from the mean, the Laplace 
density is expressed in terms of the absolute difference from the mean, making the Laplace 
distribution’s tails fatter than those of the normal distribution. When the location parameter is set 
to zero, the Laplace distribution’s random variable is exponentially distributed with an inverse of 
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the scale parameter. Alpha (also known as location) and Beta (also known as scale) are the 
distributional parameters. 
 
The mathematical constructs for the Laplace distribution are shown below:  
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Mean   

1.4142Standard Deviation    

Skewness is always equal to 0 as it is a symmetrical distribution 
Excess Kurtosis is always equal to 3 
 
Input requirements:  
Alpha (Location) can take on any positive or negative value including zero. 
Beta (Scale) > 0. 

Logistic Distribution 

The logistic distribution is commonly used to describe growth, that is, the size of a population 
expressed as a function of a time variable. It also can be used to describe chemical reactions and 
the course of growth for a population or individual. 
 
The mathematical constructs for the logistic distribution are as follows: 
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Skewness = 0 (this applies to all mean and scale inputs) 
Excess Kurtosis = 1.2 (this applies to all mean and scale inputs) 
 
Mean () and scale () are the distributional parameters. 
 
Calculating Parameters 
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There are two standard parameters for the logistic distribution: mean and scale. The mean 
parameter is the average value, which for this distribution is the same as the mode because this is 
a symmetrical distribution. After you select the mean parameter, you can estimate the scale 
parameter. The scale parameter is a number greater than 0. The larger the scale parameter, the 
greater the variance. 
 
Input requirements:  
Scale Beta > 0 and can be any positive value. 
Mean Alpha can be any value. 

Lognormal Distribution 

The lognormal distribution is widely used in situations where values are positively skewed, for 
example, in financial analysis for security valuation or in real estate for property valuation, and 
where values cannot fall below zero.  
 
Stock prices are usually positively skewed rather than normally (symmetrically) distributed. 
Stock prices exhibit this trend because they cannot fall below the lower limit of zero but might 
increase to any price without limit. Similarly, real estate prices illustrate positive skewness as 
property values cannot become negative.  
 
Conditions 
The three conditions underlying the lognormal distribution are: 
 

•  The uncertain variable can increase without limits but cannot fall below zero. 
•  The uncertain variable is positively skewed, with most of the values near the lower limit. 
•  The natural logarithm of the uncertain variable yields a normal distribution. 
 

Generally, if the coefficient of variability is greater than 30%, use a lognormal distribution. 
Otherwise, use the normal distribution. 
 
The mathematical constructs for the lognormal distribution are as follows: 
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Standard Deviation =     1exp2exp 22    

Skewness =    ))exp(2(1exp 22    

Excess Kurtosis =       62exp33exp24exp 222    
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Mean () and standard deviation () are the distributional parameters. 
 
Input requirements:  
Mean and standard deviation both > 0 and can be any positive value. 
 
Lognormal Parameter Sets 
By default, the lognormal distribution uses the arithmetic mean and standard deviation. For 
applications for which historical data are available, it is more appropriate to use either the 
logarithmic mean and standard deviation, or the geometric mean and standard deviation.  

Lognormal 3 Distribution 

The Lognormal 3 distribution uses the same constructs as the original Lognormal distribution but 
adds a Location, or Shift, parameter. The Lognormal distribution starts from a minimum value of 
0, whereas this Lognormal 3, or Shifted Lognormal distribution shifts the starting location to any 
other value. 
 
Mean, Standard Deviation, and Location (Shift) are the distributional parameters. 
 
Input requirements:  
Mean > 0.  
Standard Deviation > 0. 
Location can be any positive or negative value including zero. 

Normal Distribution 

The normal distribution is the most important distribution in probability theory because it 
describes many natural phenomena, such as people’s IQs or heights. Decision makers can use the 
normal distribution to describe uncertain variables such as the inflation rate or the future price of 
gasoline. 
 
Conditions 
The three conditions underlying the normal distribution are: 
 

•  Some value of the uncertain variable is the most likely (the mean of the distribution). 
•  The uncertain variable could as likely be above the mean as it could be below the mean 

(symmetrical about the mean). 
•  The uncertain variable is more likely to be in the vicinity of the mean than further away. 

 
The mathematical constructs for the normal distribution are as follows: 
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Mean  
Standard Deviation 







 

Skewness = 0 (this applies to all inputs of mean and standard deviation) 
Excess Kurtosis = 0 (this applies to all inputs of mean and standard deviation) 
 
Mean () and standard deviation () are the distributional parameters. 
 
Input requirements:  
Standard deviation > 0 and can be any positive value. 
Mean can take on any value. 

Parabolic Distribution 

The parabolic distribution is a special case of the beta distribution when Shape = Scale = 2. 
Values close to the minimum and maximum have low probabilities of occurrence, whereas values 
between these two extremes have higher probabilities or occurrence. Minimum and maximum are 
the distributional parameters.  
 
The mathematical constructs for the Parabolic distribution are shown below:  

    0;0;0for    
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Where the functional form above is for a Beta distribution, and for a Parabolic function, we set 
Alpha = Beta = 2 and a shift of location in Minimum, with a multiplicative factor of (Maximum – 
Minimum). 

2
Min MaxMean =   

2( )
20

Max MinStandard Deviation =   

Skewness = 0 
Excess Kurtosis = –0.8571 
 
Minimum and Maximum are the distributional parameters. 
 
Input requirements:  
Maximum > minimum (either input parameter can be positive, negative, or zero). 
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Pareto Distribution 

The Pareto distribution is widely used for the investigation of distributions associated with such 
empirical phenomena as city population sizes, the occurrence of natural resources, the size of 
companies, personal incomes, stock price fluctuations, and error clustering in communication 
circuits. 
 
The mathematical constructs for the Pareto are as follows: 
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Shape () and Location () are the distributional parameters.   
 
Calculating Parameters 
There are two standard parameters for the Pareto distribution: location and shape. The location 
parameter is the lower bound for the variable. After you select the location parameter, you can 
estimate the shape parameter. The shape parameter is a number greater than 0, usually greater 
than 1. The larger the shape parameter, the smaller the variance and the thicker the right tail of the 
distribution. 
 
Input requirements:  
Location > 0 and can be any positive value 
Shape ≥ 0.05. 

Pearson V Distribution 

The Pearson V distribution is related to the Inverse Gamma distribution, where it is the reciprocal 
of the variable distributed according to the Gamma distribution. Pearson V distribution is also 
used to model time delays where there is almost certainty of some minimum delay and the 
maximum delay is unbounded, for example, delay in arrival of emergency services and time to 
repair a machine. Alpha (also known as shape) and Beta (also known as scale) are the 
distributional parameters. 
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The mathematical constructs for the Pearson V distribution are shown below:  
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Input requirements:  
Alpha (Shape) > 0.  
Beta (Scale) > 0. 

Pearson VI Distribution 

The Pearson VI distribution is related to the Gamma distribution, where it is the rational function 
of two variables distributed according to two Gamma distributions. Alpha 1 (also known as shape 
1), Alpha 2 (also known as shape 2), and Beta (also known as scale) are the distributional 
parameters. 
 
The mathematical constructs for the Pearson VI distribution are shown below:  
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Input requirements:  
Alpha 1 (Shape 1) > 0.  
Alpha 2 (Shape 2) > 0.  
Beta (Scale) > 0. 

PERT Distribution 

The PERT distribution is widely used in project and program management to define the worst-
case, nominal-case, and best-case scenarios of project completion time. It is related to the Beta 
and Triangular distributions. PERT distribution can be used to identify risks in project and cost 
models based on the likelihood of meeting targets and goals across any number of project 
components using minimum, most likely, and maximum values, but it is designed to generate a 
distribution that more closely resembles realistic probability distributions. The PERT distribution 
can provide a close fit to the normal or lognormal distributions. Like the triangular distribution, 
the PERT distribution emphasizes the "most likely" value over the minimum and maximum 
estimates. However, unlike the triangular distribution, the PERT distribution constructs a smooth 
curve that places progressively more emphasis on values around (near) the most likely value, in 
favor of values around the edges. In practice, this means that we "trust" the estimate for the most 
likely value, and we believe that even if it is not exactly accurate (as estimates seldom are), we 
have an expectation that the resulting value will be close to that estimate. Assuming that many 
real-world phenomena are normally distributed, the appeal of the PERT distribution is that it 
produces a curve similar to the normal curve in shape, without knowing the precise parameters of 
the related normal curve. Minimum, Most Likely, and Maximum are the distributional 
parameters. 
 
The mathematical constructs for the PERT distribution are shown below:  
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Input requirements:  
Minimum ≤ Most Likely ≤ Maximum and can be positive, negative, or zero. 

Power Distribution 

The Power distribution is related to the exponential distribution in that the probability of small 
outcomes is large but exponentially decreases as the outcome value increases. Alpha (also known 
as shape) is the only distributional parameter. 
 
The mathematical constructs for the Power distribution are shown below:  
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Excess Kurtosis is a complex function and cannot be readily computed 
 
Input requirements:  
Alpha > 0.  

Power 3 Distribution 

The Power 3 distribution uses the same constructs as the original Power distribution but adds a 
Location, or Shift, parameter, and a multiplicative Factor parameter. The Power distribution starts 
from a minimum value of 0, whereas this Power 3, or Shifted Multiplicative Power, distribution 
shifts the starting location to any other value. 
 
Alpha, Location or Shift, and Factor are the distributional parameters. 
 
Input requirements:  
Alpha > 0.05. 
Location, or Shift, can be any positive or negative value including zero. 
Factor > 0. 
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Student’s t Distribution 

The Student’s t distribution is the most widely used distribution in hypothesis test. This 
distribution is used to estimate the mean of a normally distributed population when the sample 
size is small to test the statistical significance of the difference between two sample means or 
confidence intervals for small sample sizes. 
  
The mathematical constructs for the t distribution are as follows: 

2/)1(2 )/1(
]2/[
]2/)1[()( 




 rrt
rr

rtf


 

Mean = 0 (this applies to all degrees of freedom r except if the distribution is shifted to another 
nonzero central location) 

Standard Deviation = 
2r

r
 

Skewness = 0 (this applies to all degrees of freedom r) 

Excess Kurtosis = 4 allfor  
4

6



r

r
 

where 
s

xxt 
  and  is the gamma function. 

 
Degrees of freedom r is the only distributional parameter.   
The t distribution is related to the F distribution as follows: the square of a value of t with r 
degrees of freedom is distributed as F with 1 and r degrees of freedom. The overall shape of the 
probability density function of the t distribution also resembles the bell shape of a normally 
distributed variable with mean 0 and variance 1, except that it is a bit lower and wider or is 
leptokurtic (fat tails at the ends and peaked center). As the number of degrees of freedom grows 
(say, above 30), the t distribution approaches the normal distribution with mean 0 and variance 1. 
 
Input requirements:  
Degrees of freedom ≥ 1 and must be an integer. 

Triangular Distribution 

The triangular distribution describes a situation where you know the minimum, maximum, and 
most likely values to occur. For example, you could describe the number of cars sold per week 
when past sales show the minimum, maximum, and usual number of cars sold. 
 
Conditions 
The three conditions underlying the triangular distribution are: 
 

•  The minimum number of items is fixed. 
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•  The maximum number of items is fixed. 
•  The most likely number of items falls between the minimum and maximum values, forming a 

triangular-shaped distribution, which shows that values near the minimum and maximum are 
less likely to occur than those near the most-likely value. 

 
The mathematical constructs for the triangular distribution are as follows: 
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Excess Kurtosis = –0.6 (this applies to all inputs of Min, Max, and Likely)  
 
Minimum value (Min), most-likely value (Likely), and maximum value (Max) are the 
distributional parameters.  
 
Input requirements:  
Min ≤ Most Likely ≤ Max and can take any value. 
However, Min < Max and can take any value. 

Uniform Distribution 

With the uniform distribution, all values fall between the minimum and maximum and occur with 
equal likelihood.  
 
Conditions 
The three conditions underlying the uniform distribution are: 
 

•  The minimum value is fixed. 
•  The maximum value is fixed. 
•  All values between the minimum and maximum occur with equal likelihood. 

 
The mathematical constructs for the uniform distribution are as follows: 
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Skewness = 0 (this applies to all inputs of Min and Max) 
Excess Kurtosis = –1.2 (this applies to all inputs of Min and Max) 
 
Maximum value (Max) and minimum value (Min) are the distributional parameters. 
 
Input requirements:  
Min < Max and can take any value. 

Weibull Distribution (Rayleigh Distribution) 

The Weibull distribution describes data resulting from life and fatigue tests. It is commonly used 
to describe failure time in reliability studies as well as the breaking strengths of materials in 
reliability and quality control tests. Weibull distributions are also used to represent various 
physical quantities, such as wind speed. 
 
The Weibull distribution is a family of distributions that can assume the properties of several 
other distributions. For example, depending on the shape parameter you define, the Weibull 
distribution can be used to model the exponential and Rayleigh distributions, among others. The 
Weibull distribution is very flexible. When the Weibull shape parameter is equal to 1.0, the 
Weibull distribution is identical to the exponential distribution. The Weibull location parameter 
lets you set up an exponential distribution to start at a location other than 0.0. When the shape 
parameter is less than 1.0, the Weibull distribution becomes a steeply declining curve. A 
manufacturer might find this effect useful in describing part failures during a burn-in period. 
  
The mathematical constructs for the Weibull distribution are as follows: 
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Shape () and central location scale () are the distributional parameters, and  is the Gamma 
function. 
 
Input requirements:  
Shape Alpha ≥ 0.05. 
Scale Beta > 0 and can be any positive value. 

Weibull 3 Distribution 

The Weibull 3 distribution uses the same constructs as the original Weibull distribution but adds a 
Location, or Shift, parameter. The Weibull distribution starts from a minimum value of 0, 
whereas this Weibull 3, or Shifted Weibull, distribution shifts the starting location to any other 
value. 
 
Alpha, Beta, and Location or Shift are the distributional parameters. 
 
Input requirements:  
Alpha (Shape) ≥ 0.05. 
Beta (Central Location Scale) > 0 and can be any positive value.  
Location can be any positive or negative value including zero. 
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APPENDIX 2: A PRIMER ON TIME-SERIES METHODOLOGIES 

The BizStats software supports eight basic time-series methodologies as well as more advanced 
time-series techniques such as ARIMA, Auto ARIMA, Multiple Regression, and Stepwise 
Regression. This appendix looks at the eight basic time series methodologies in more detail than 
is given in the main text of this manual, while Appendix 3 provides details on regression analysis.  

No Trend and No Seasonality: Single Moving Average and Single 
Exponential Smoothing 

Single Moving Average 

The single moving average is applicable when time-series data with no trend and seasonality 
exist. The approach simply uses an average of the actual historical data to project future 
outcomes. This average is applied consistently moving forward, hence the term moving average.  
The value of the moving average (MA) for a specific length (n) is simply the summation of actual 
historical data (Y) arranged and indexed in a time sequence (i).  
 

n

Y
MA

n

i
i

n


 1  

 
An example computation of a 3-month single moving average is seen in Figure A2.1.Here we see 
that there are 39 months of actual historical data and a 3-month moving average is computed. 
Additional columns of calculations also exist in the example, calculations that are required to 
estimate the error of measurements in using this moving-average approach. These errors are 
important as they can be compared across multiple moving averages (i.e., 3-month, 4-month, 5-
month, etc.) as well as other time-series models (e.g., single moving average, seasonal additive 
model, etc.) to find the best fit that minimizes these errors. Figures A2.2, A2.3, and A2.4 show 
the exact calculations used in the moving-average model. Notice that the forecast-fit value in 
period 4 of 198.12 is a 3-month average of the prior 3 periods (months 1 through 3). The forecast-
fit value for period 5 would then be the 3-month average of months 2 through 4. This process is 
repeated moving forward until month 40 (Figure A2.3) where every month after that, the forecast 
is fixed at 664.97. Clearly, this approach is not suitable if there is a trend (upward or downward 
over time) or if there is seasonality. Thus, error estimation is important when choosing the 
optimal time-series forecast model. Figure A2.2 illustrates a few additional columns of 
calculations required for estimating the forecast errors. The values from these columns are used in 
Figure A2.4’s error estimation.  
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Month Actual Forecast Fit

1 265.22 - - - - - - - -
2 146.64 - - - - - - - -
3 182.50 - - - - - - -
4 118.54 198.12 79.57 6332.12 67.13% 0.19 0.12 79.57 -
5 180.04 149.23 30.81 949.43 17.11% 0.07 0.27 -30.81 12185.39
6 167.45 160.36 7.09 50.20 4.23% 0.00 0.00 -7.09 562.99
7 231.75 155.34 76.41 5838.18 32.97% 0.21 0.15 -76.41 4805.61
8 223.71 193.08 30.63 938.22 13.69% 0.02 0.00 -30.63 2095.60
9 192.98 207.64 14.66 214.91 7.60% 0.00 0.02 14.66 2051.18

10 122.29 216.15 93.86 8808.84 76.75% 0.24 0.13 93.86 6271.97
11 336.65 179.66 157.00 24647.46 46.63% 1.65 3.07 -157.00 62925.98
12 186.50 217.31 30.81 949.17 16.52% 0.01 0.20 30.81 35270.22
13 194.27 215.15 20.88 435.92 10.75% 0.01 0.00 20.88 98.60
14 149.19 239.14 89.95 8091.27 60.29% 0.21 0.05 89.95 4771.05
15 210.06 176.65 33.41 1115.94 15.90% 0.05 0.17 -33.41 15216.99
16 272.91 184.50 88.40 7815.04 32.39% 0.18 0.09 -88.40 3024.67
17 191.93 210.72 18.79 352.98 9.79% 0.00 0.09 18.79 11489.77
18 286.94 224.96 61.97 3840.48 21.60% 0.10 0.25 -61.97 6522.06
19 226.76 250.59 23.83 567.99 10.51% 0.01 0.04 23.83 7362.34
20 303.38 235.21 68.17 4647.58 22.47% 0.09 0.11 -68.17 8465.03
21 289.72 272.36 17.36 301.32 5.99% 0.00 0.00 -17.36 2582.12
22 421.59 273.29 148.30 21993.55 35.18% 0.26 0.21 -148.30 17146.25
23 264.47 338.23 73.76 5440.32 27.89% 0.03 0.14 73.76 49310.98
24 342.30 325.26 17.04 290.41 4.98% 0.00 0.09 -17.04 8244.63
25 339.86 342.79 2.93 8.56 0.86% 0.00 0.00 2.93 398.71
26 439.90 315.54 124.35 15463.53 28.27% 0.13 0.09 -124.35 16199.87
27 315.54 374.02 58.48 3420.05 18.53% 0.02 0.08 58.48 33428.15
28 438.62 365.10 73.52 5404.80 16.76% 0.05 0.15 -73.52 17423.61
29 400.94 398.02 2.92 8.54 0.73% 0.00 0.01 -2.92 4983.77
30 437.37 385.03 52.34 2739.41 11.97% 0.02 0.01 -52.34 2442.13
31 575.77 425.64 150.13 22539.03 26.07% 0.12 0.10 -150.13 9563.01
32 407.33 471.36 64.03 4099.56 15.72% 0.01 0.09 64.03 45863.59
33 681.92 473.49 208.43 43442.59 30.57% 0.26 0.45 -208.43 74232.65
34 475.78 555.01 79.23 6277.13 16.65% 0.01 0.09 79.23 82746.68
35 581.17 521.68 59.49 3539.49 10.24% 0.02 0.05 -59.49 19243.79
36 647.82 579.62 68.20 4651.17 10.53% 0.01 0.01 -68.20 75.79
37 650.81 568.26 82.55 6814.39 12.68% 0.02 0.00 -82.55 205.92
38 677.54 626.60 50.94 2594.71 7.52% 0.01 0.00 -50.94 999.26
39 666.56 658.72 7.84 61.47 1.18% 0.00 0.00 -7.84 1857.46

Forecast 40 - 664.97 - - - - - - -
Forecast 41 - 664.97 - - - - - - -
Forecast 42 - 664.97 - - - - - - -

RMSE 79.00
MSE 6241.27
MAD 63.00
MAPE 20.80%
Thiel's U 0.80

Single Moving Average (3 Months)
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Figure A2.1 – Single Moving Average (3 Months) 

 
 

Month Actual Forecast Fit

1 265.22
2 146.64
3 182.50
4 118.54 198.12 79.57 6332.12 67.13% 0.19 0.12 79.57
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Figure A2.2 – Calculating Single Moving Average 
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35 581.17 521.68
36 647.82 579.62
37 650.81 568.26
38 677.54 626.60
39 666.56 658.72

Forecast 40 - 664.97
Forecast 41 - 664.97
Forecast 42 - 664.97

3
54.67781.65082.647 

3
56.66654.67781.650 

 
Figure A2.3 – Forecasting with a Single Moving Average 

 

Error Estimation (RMSE, MSE, MAD, MAPE, and Theil’s U) 

Several different types of errors can be calculated for time-series forecast methods, including the 
mean-squared error (MSE), root mean-squared error (RMSE), mean absolute deviation (MAD), 
and mean absolute percent error (MAPE).  
 
MSE is an absolute error measure that squares the errors (the difference between the actual 
historical data and the forecast-fitted data predicted by the model) to keep the positive and 
negative errors from canceling each other out. This measure also tends to exaggerate large errors 
by weighting the large errors more heavily than smaller errors by squaring them, which can help 
when comparing different time-series models. MSE is calculated by simply taking the average of 
the Error2 column in Figure A2.1. RMSE is the square root of MSE and is the most popular error 
measure, also known as the quadratic loss function. RMSE can be defined as the average of the 
absolute values of the forecast errors and is highly appropriate when the cost of the forecast errors 
is proportional to the absolute size of the forecast error.  
 
MAD is an error statistic that averages the distance (absolute value of the difference between the 
actual historical data and the forecast-fitted data predicted by the model) between each pair of 
actual and fitted forecast data points. MAD is calculated by taking the average of the |Error| 
column in Figure A2.1, and is most appropriate when the cost of forecast errors is proportional to 
the absolute size of the forecast errors. 
 
MAPE is a relative error statistic measured as an average percent error of the historical data 
points and is most appropriate when the cost of the forecast error is more closely related to the 
percentage error than the numerical size of the error. This error estimate is calculated by taking 

the average of the 
t

tt

Y
YY ˆ

 column in Figure A2.1, where Yt is the historical data at time t, while 

tŶ  is the fitted, or predicted, data point at time t using this time-series method. Finally, an 
associated measure is the Theil’s U statistic, which measures the naivety of the model’s forecast. 
That is, if the Theil’s U statistic is less than 1.0, then the forecast method used provides an 
estimate that is statistically better than guessing. Figure A2.4 provides the mathematical details of 
each error estimate.  
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RMSE 79.00

MSE 6241.27

MAD 63.00

MAPE 20.80%

Thiel's U 0.80
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Figure A2.4 – Error Estimation 

 
 

Single Exponential Smoothing 

The second approach to use when no discernable trend or seasonality exists in the time-series data 
is the single exponential smoothing method. This method weights past data with exponentially 
decreasing weights going into the past; that is, the more recent the data value, the greater its 
weight. This weighting largely overcomes the limitations of moving averages or percentage-
change models. The weight used is termed the alpha measure. The method is illustrated in 
Figures A2.5 and A2.6 and uses the following model: 
 

11 )1(   ttt ESFYESF   
 
where the exponential smoothing forecast (ESF) at time t is a weighted average between the 
actual value one period in the past (Yt-1) and last period’s forecast (ESFt-1), weighted by the alpha 
parameter ().  
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Alpha RMSE
0.10 126.26

Month Actual Forecast Fit
1 265.22
2 146.64 265.22
3 182.50 253.36
4 118.54 246.28
5 180.04 233.50
6 167.45 228.16
7 231.75 222.09
8 223.71 223.05
9 192.98 223.12

10 122.29 220.10
11 336.65 210.32
12 186.50 222.96
13 194.27 219.31
14 149.19 216.81
15 210.06 210.04
16 272.91 210.05
17 191.93 216.33
18 286.94 213.89
19 226.76 221.20
20 303.38 221.75
21 289.72 229.92
22 421.59 235.90
23 264.47 254.46
24 342.30 255.47
25 339.86 264.15
26 439.90 271.72
27 315.54 288.54
28 438.62 291.24
29 400.94 305.98
30 437.37 315.47
31 575.77 327.66
32 407.33 352.47
33 681.92 357.96
34 475.78 390.35
35 581.17 398.90
36 647.82 417.12
37 650.81 440.19
38 677.54 461.26
39 666.56 482.88

Forecast 40 - 501.25

Single Exponential Smoothing

1-t1-tt ESF )1(  Y ESF  
 

Figure A2.5 – Single Exponential Smoothing 
 
Figure A2.6 shows an example of the computation. Notice that the first forecast-fitted value in 
month 2 ( 2̂Y ) is always the previous month’s actual value (Y1). The mathematical equation gets 
used only at month 3 or starting from the second forecast-fitted period.   
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Alpha
0.10

Month Actual Forecast Fit
1 265.22
2 146.64 265.22
3 182.50 253.36
4 118.54 246.28
5 180.04 233.50
6 167.45 228.16
7 231.75 222.09
8 223.71 223.05

Single Exponential Smoothing

22.265ˆ
12  YY

22.265)1.01()64.146(1.0 

1-t1-tt ESF )1(  Y ESF  
 

Figure A2.6 – Calculating Single Exponential Smoothing 
 

With Trend and No Seasonality: Double Moving Average and Double 
Exponential Smoothing 

For data that exhibit a trend but no seasonality, the double moving average and double 
exponential smoothing methods work rather well. The following examples assume a quarterly 
seasonality (i.e., there are four quarterly periods in a year).  

Double Moving Average 

The double moving average method smoothes out past data by performing a moving average on a 
subset of data that represents a moving average of an original set of data. That is, a second 
moving average is performed on the first moving average. The second moving-average 
application captures the trending effect of the data. Figures A2.7 and A2.8 illustrate the 
computation involved. The example shown is a 3-month double moving average and the forecast 
value obtained in period 40 is calculated using the following: 
 

 tttt MAMA
m

MAMAForecast ,2,1,2,1 1
22 


  

 
where the forecast value is twice the amount of the first moving average (MA1) at time t, less the 
second moving average estimate (MA2) plus the difference between the two moving averages 
multiplied by a correction factor (2 divided into the number of months in the moving average, m, 
less 1).  
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RMSE
96.60

Period Actual 3-month MA 1 3-month MA 2 Forecast Fit
1 265.22 - - -
2 146.64 - - -
3 182.50 - - -
4 118.54 198.12 - -
5 180.04 149.23 - -
6 167.45 160.36 169.24 142.61
7 231.75 155.34 154.98 156.08
8 223.71 193.08 169.59 240.05
9 192.98 207.64 185.35 252.20

10 122.29 216.15 205.62 237.20
11 336.65 179.66 201.15 136.68
12 186.50 217.31 204.37 243.18
13 194.27 215.15 204.04 237.37
14 149.19 239.14 223.86 269.69
15 210.06 176.65 210.31 109.33
16 272.91 184.50 200.10 153.32
17 191.93 210.72 190.62 250.90
18 286.94 224.96 206.73 261.44
19 226.76 250.59 228.76 294.26
20 303.38 235.21 236.92 231.78
21 289.72 272.36 252.72 311.64
22 421.59 273.29 260.28 299.29
23 264.47 338.23 294.62 425.44
24 342.30 325.26 312.26 351.26
25 339.86 342.79 335.42 357.51
26 439.90 315.54 327.86 290.91
27 315.54 374.02 344.12 433.82
28 438.62 365.10 351.55 392.19
29 400.94 398.02 379.04 435.96
30 437.37 385.03 382.71 389.66
31 575.77 425.64 402.90 471.13
32 407.33 471.36 427.34 559.39
33 681.92 473.49 456.83 506.81
34 475.78 555.01 499.95 665.12
35 581.17 521.68 516.72 531.58
36 647.82 579.62 552.10 634.66
37 650.81 568.26 556.52 591.73
38 677.54 626.60 591.49 696.81
39 666.56 658.72 617.86 740.45

Forecast 40 - 664.97 650.10 694.71

Double Moving Average (3 Months)

 tttt MAMA
m

MAMAForecast ,2,1,2,1 1
22 



 

Figure A2.7 – Double Moving Average (3 Months) 
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Period Actual 3-month MA 1 3-month MA 2 Forecast Fit
1 265.22
2 146.64
3 182.50
4 118.54 198.12
5 180.04 149.23
6 167.45 160.36 169.24 142.61
7 231.75 155.34 154.98 156.08
8 223.71 193.08 169.59 240.05

Double Moving Average (3 Months)

3
50.18264.14622.265 

3
36.16023.14912.198 

)24.16936.160(
13

224.169)36.160(2 




 tttt MAMA
m

MAMAForecast ,2,1,2,1 1
22 



 

Figure A2.8 – Calculating Double Moving Average 
 

Double Exponential Smoothing 

The second approach to use when the data exhibits a trend but no seasonality is the double 
exponential smoothing method. Double exponential smoothing applies single exponential 
smoothing twice, once to the original data and then to the resulting single exponential smoothing 
data. An alpha () weighting parameter is used on the first or single exponential smoothing (SES) 
while a beta () weighting parameter is used on the second or double exponential smoothing 
(DES). This approach is useful when the historical data series is not stationary. Figure A2.9 
illustrates the double exponential smoothing model, and Figure A2.10 shows the computational 
details. The forecast is calculated using the following:  
 

)()1(Y
)1()(

11

11
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Alpha Beta RMSE
0.35 1.00 91.95

Period Actual SES DES Forecast Fit
1 265.22 265.22 -118.58 -
2 146.64 146.64 -118.58 -
3 182.50 82.65 -63.99 28.05
4 118.54 53.97 -28.68 18.66
5 180.04 80.00 26.03 25.29
6 167.45 127.74 47.74 106.02
7 231.75 195.37 67.63 175.47
8 223.71 249.11 53.74 263.00
9 192.98 264.01 14.90 302.85

10 122.29 223.55 -40.47 278.91
11 336.65 237.37 13.82 183.08
12 186.50 228.32 -9.05 251.19
13 194.27 210.44 -17.89 219.28
14 149.19 177.22 -33.21 192.55
15 210.06 167.36 -9.87 144.01
16 272.91 198.29 30.94 157.49
17 191.93 216.04 17.75 229.23
18 286.94 252.58 36.54 233.79
19 226.76 267.07 14.49 289.12
20 303.38 289.28 22.21 281.57
21 289.72 303.79 14.51 311.48
22 421.59 354.81 51.02 318.30
23 264.47 355.86 1.05 405.84
24 342.30 351.75 -4.12 356.91
25 339.86 344.88 -6.86 347.63
26 439.90 374.03 29.15 338.02
27 315.54 372.20 -1.83 403.18
28 438.62 394.49 22.29 370.37
29 400.94 411.18 16.69 416.79
30 437.37 431.23 20.05 427.87
31 575.77 495.29 64.06 451.28
32 407.33 505.61 10.32 559.34
33 681.92 574.61 69.00 515.93
34 475.78 584.28 9.67 643.60
35 581.17 589.43 5.15 593.95
36 647.82 613.41 23.97 594.59
37 650.81 642.13 28.72 637.38
38 677.54 673.21 31.09 670.85
39 666.56 690.96 17.75 704.30

Forecast 40 - - - 708.70
Forecast 41 - - - 726.45
Forecast 42 - - - 744.20
Forecast 43 - - - 761.94

Double Exponential Smoothing
Optimized
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Figure A2.9 – Double Exponential Smoothing 
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Alpha Beta
0.90 0.50

Period Actual SES DES Forecast Fit
1 265.22 265.22 -118.58
2 146.64 146.64 -118.58
3 182.50 167.05 -49.08 28.05

Double Exponential Smoothing

22.2651  YSES 22.26564.146121  YYDES

)58.118(64.146 

)58.118)(5.01()22.26564.146(5.0 
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Figure A2.10 – Calculating Double Exponential Smoothing 

 

No Trend and With Seasonality: Additive Seasonality and Multiplicative 
Seasonality 

Additive Seasonality 

If the time-series data has no appreciable trend but exhibits seasonality, then the additive 
seasonality and multiplicative seasonality methods apply. The additive seasonality method is 
illustrated in Figures A2.11 and A2.12.  
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Level Seasonal RMSE
Alpha Gamma 93.54
0.33 0.40

Period Actual Level Seasonality Forecast Fit
1 265.22 - 87.00 -
2 146.64 - -31.59 -
3 182.50 - 4.27 -
4 118.54 178.23 -59.68 -
5 180.04 150.44 63.85 265.22
6 167.45 166.29 -18.38 118.86
7 231.75 186.25 20.90 170.56
8 223.71 217.93 -33.28 126.57
9 192.98 188.97 39.72 281.78

10 122.29 173.22 -31.51 170.58
11 336.65 219.70 59.63 194.12
12 186.50 219.73 -33.26 186.42
13 194.27 198.47 22.01 259.45
14 149.19 192.67 -36.34 166.96
15 210.06 178.90 48.15 252.31
16 272.91 220.40 1.32 145.63
17 191.93 203.94 8.29 242.41
18 286.94 242.86 -3.91 167.60
19 226.76 221.90 30.69 291.01
20 303.38 248.05 23.10 223.23
21 289.72 258.93 17.36 256.34
22 421.59 313.26 41.35 255.02
23 264.47 287.34 9.09 343.95
24 342.30 297.73 31.76 310.44
25 339.86 305.81 24.09 315.09
26 439.90 336.05 66.55 347.16
27 315.54 326.40 1.05 345.15
28 438.62 352.64 53.62 358.16
29 400.94 360.53 30.67 376.73
30 437.37 363.89 69.35 427.08
31 575.77 432.65 58.34 364.94
32 407.33 406.90 32.17 486.27
33 681.92 486.59 97.07 437.57
34 475.78 460.45 47.56 555.94
35 581.17 480.80 75.29 518.79
36 647.82 524.78 68.82 512.97
37 650.81 534.22 104.94 621.84
38 677.54 565.45 73.58 581.79
39 666.56 573.87 82.31 640.74

Additive Seasonality With No Trend

smttmt

stttt

tsttt

SLFForecast
SLYSySeasonalit

LSYLLevel











))(1()(

))(1()( 1




 
Figure A2.11 – Seasonal Additive 
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The additive seasonality model breaks the historical data into a level (L), or base-case, component 
as measured by the alpha parameter (), and a seasonality (S) component measured by the 
gamma parameter (). The resulting forecast value is simply the addition of this base-case level to 
the seasonality value. (Please be aware that all calculations are rounded). 
 

Level Seasonal RMSE
Alpha Gamma 85.18
0.33 0.40

Period Actual Level Seasonality Forecast Fit
1 265.22 87.00
2 146.64 -31.59
3 182.50 4.27
4 118.54 178.23 -59.68
5 180.04 150.44 63.85 265.22

Additive Seasonality With No Trend

smttmt

stttt

tsttt

SLFForecast
SLYSySeasonalit

LSYLLevel











))(1()(

))(1()( 1




4
54.11850.18264.14622.265 

23.178tY

)00.87)(40.01()44.15004.180(40.0 

00.8723.178 

)23.178)(33.01()00.8704.180(33.0 

 
Figure A2.12 – Calculating Seasonal Additive 

 

Multiplicative Seasonality 

Similar to additive seasonality, the multiplicative seasonality model requires the alpha and 
gamma parameters. The difference is that the model is multiplicative, and so the forecast value is 
the multiplication of the base-case level by the seasonality factor. Figures A2.13 and A2.14 
illustrate the computations required. (Please be aware that all calculations are rounded). 
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Level Seasonal RMSE
Alpha Gamma 95.65
0.22 0.64

Period Actual Level Seasonality Forecast Fit
1 265.22 - 1.49 -
2 146.64 - 0.82 -
3 182.50 - 1.02 -
4 118.54 178.23 0.67 -
5 180.04 165.35 1.23 265.22
6 167.45 173.93 0.91 136.04
7 231.75 185.72 1.17 178.11
8 223.71 219.61 0.89 123.53
9 192.98 205.42 1.04 270.67

10 122.29 189.36 0.74 187.42
11 336.65 211.65 1.44 221.04
12 186.50 211.10 0.89 188.67
13 194.27 205.43 0.98 220.57
14 149.19 204.47 0.73 152.37
15 210.06 191.32 1.22 294.08
16 272.91 217.55 1.12 169.58
17 191.93 212.61 0.93 213.50
18 286.94 252.73 0.99 156.05
19 226.76 237.67 1.05 308.43
20 303.38 245.03 1.20 266.66
21 289.72 259.92 1.05 228.13
22 421.59 297.16 1.26 257.56
23 264.47 286.97 0.97 311.99
24 342.30 286.78 1.19 343.32
25 339.86 295.18 1.11 300.72
26 439.90 307.02 1.37 373.34
27 315.54 311.30 1.00 297.12
28 438.62 323.87 1.30 371.87
29 400.94 331.95 1.17 360.91
30 437.37 328.97 1.34 455.55
31 575.77 384.87 1.32 328.02
32 407.33 368.95 1.17 499.11
33 681.92 416.60 1.47 433.22
34 475.78 402.47 1.24 560.30
35 581.17 411.24 1.38 529.84
36 647.82 442.93 1.36 482.55
37 650.81 442.86 1.47 651.26
38 677.54 466.08 1.38 549.47
39 666.56 470.02 1.40 642.45

Multiplicative Seasonality With No Trend
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Figure A2.13 – Seasonal Multiplicative 
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Level Seasonal RMSE
Alpha Gamma 85.18
0.22 0.64

Period Actual Level Seasonality Forecast Fit
1 265.22 1.49
2 146.64 0.82
3 182.50 1.02
4 118.54 178.23 0.67
5 180.04 165.35 1.23 265.22

Multiplicative Seasonality With No Trend
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Figure A2.14 – Calculating Seasonal Multiplicative 

 

With Seasonality and Trend: Holt-Winter’s Additive and Holt-Winter’s 
Multiplicative 

When both seasonality and trend exist, more advanced models are required to decompose the data 
into their base elements: a base-case level (L) weighted by the alpha parameter (); a trend 
component (b) weighted by the beta parameter (); and a seasonality component (S) weighted by 
the gamma parameter (). Several methods exist, but the two most common are the Holt-Winter’s 
additive seasonality and Holt-Winter’s multiplicative seasonality methods.  

Holt-Winters’ Additive Seasonality  

In the Holt-Winter’s additive model, the base-case level, seasonality, and trend are added together 
to obtain the forecast fit. Figures A2.15 and A2.16 illustrate the required computations for 
determining a Holt-Winter’s additive forecast model.  
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Level Trend Seasonal RMSE
Alpha Beta Gamma 77.03
0.05 1.00 0.24

Period Actual Level Trend Seasonality Forecast Fit
1 265.22 - - 87.00 -
2 146.64 - - -31.59 -
3 182.50 - - 4.27 -
4 118.54 178.23 0.00 -59.68 -
5 180.04 174.03 -4.20 67.96 265.22
6 167.45 171.27 -2.76 -25.06 138.25
7 231.75 171.42 0.15 17.45 172.79
8 223.71 177.07 5.65 -34.69 111.89
9 192.98 179.89 2.81 55.06 250.69

10 122.29 180.96 1.07 -32.96 157.64
11 336.65 188.78 7.83 48.11 199.48
12 186.50 197.82 9.04 -29.20 161.92
13 194.27 203.53 5.71 39.94 261.92
14 149.19 207.90 4.37 -39.01 176.27
15 210.06 209.79 1.89 36.86 260.38
16 272.91 216.14 6.35 -8.99 182.49
17 191.93 219.01 2.87 24.19 262.43
18 286.94 227.01 8.00 -15.76 182.87
19 226.76 232.79 5.78 26.78 271.87
20 303.38 242.20 9.41 7.50 229.58
21 289.72 252.30 10.10 27.30 275.80
22 421.59 271.02 18.71 23.34 246.64
23 264.47 287.17 16.15 15.15 316.51
24 342.30 304.87 17.70 14.54 310.82
25 339.86 322.08 17.21 25.06 349.87
26 439.90 343.09 21.01 40.61 362.63
27 315.54 360.97 17.88 0.91 379.26
28 438.62 381.07 20.10 24.65 393.38
29 400.94 399.93 18.86 19.41 426.24
30 437.37 417.70 17.77 35.69 459.40
31 575.77 442.34 24.64 32.06 436.38
32 407.33 462.83 20.49 5.81 491.63
33 681.92 492.14 29.31 59.45 502.72
34 475.78 517.45 25.31 17.50 557.14
35 581.17 543.06 25.62 33.48 574.81
36 647.82 572.29 29.23 22.20 574.49
37 650.81 601.02 28.73 57.18 660.98
38 677.54 631.24 30.22 24.27 647.26
39 666.56 660.07 28.82 27.14 694.95

Holt-Winters Additive Seasonality With Trend
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Figure A2.15 – Holt-Winter’s Additive 
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Level Trend Seasonal RMSE
Alpha Beta Gamma 85.18
0.05 1.00 0.24

Period Actual Level Trend Seasonality Forecast Fit
1 265.22 87.00
2 146.64 -31.59
3 182.50 4.27
4 118.54 178.23 0.00 -59.68
5 180.04 174.03 -4.20 67.96 265.22
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Figure A2.16 – Calculating Holt-Winter’s Additive 

 

Holt-Winters’ Multiplicative Seasonality  

In the Holt-Winter’s multiplicative model, the base-case level and trend are added together and 
multiplied by the seasonality factor to obtain the forecast fit. Figures A2.17 and A2.18 show the 
required computation for determining a Holt-Winter’s multiplicative forecast model when both 
trend and seasonality exist.  



ROV BizStats – User Manual 118 © Copyright 2005-2011 Dr. Johnathan Mun 
 
 

Level Trend Seasonal RMSE
Alpha Beta Gamma 79.15
0.04 1.00 0.27

Period Actual Level Trend Seasonality Forecast Fit
1 265.22 - - 1.49 -
2 146.64 - - 0.82 -
3 182.50 - - 1.02 -
4 118.54 178.23 0.00 0.67 -
5 180.04 176.12 -2.10 1.36 265.22
6 167.45 175.11 -1.02 0.86 143.18
7 231.75 176.01 0.90 1.10 178.26
8 223.71 182.75 6.75 0.82 117.67
9 192.98 187.75 5.00 1.27 257.93

10 122.29 190.90 3.15 0.80 165.60
11 336.65 198.12 7.22 1.27 214.19
12 186.50 206.17 8.06 0.84 167.87
13 194.27 211.98 5.81 1.17 272.12
14 149.19 216.64 4.66 0.77 174.13
15 210.06 219.27 2.63 1.18 280.20
16 272.91 225.66 6.39 0.94 186.67
17 191.93 229.53 3.88 1.08 272.38
18 286.94 238.53 9.00 0.89 179.57
19 226.76 245.48 6.95 1.11 292.61
20 303.38 254.99 9.51 1.01 237.70
21 289.72 264.63 9.63 1.09 286.13
22 421.59 281.63 17.00 1.05 243.42
23 264.47 296.40 14.77 1.05 331.98
24 342.30 312.20 15.80 1.03 314.05
25 339.86 327.45 15.25 1.07 355.98
26 439.90 345.45 18.00 1.11 361.10
27 315.54 361.12 15.67 1.00 382.29
28 438.62 378.54 17.42 1.07 389.23
29 400.94 395.15 16.61 1.06 424.62
30 437.37 411.07 15.91 1.10 458.54
31 575.77 432.37 21.30 1.09 428.40
32 407.33 451.03 18.66 1.02 484.20
33 681.92 476.14 25.11 1.16 496.30
34 475.78 498.73 22.59 1.06 551.41
35 581.17 521.70 22.97 1.10 569.70
36 647.82 547.93 26.23 1.07 556.94
37 650.81 573.70 25.77 1.15 665.46
38 677.54 600.92 27.22 1.08 635.58
39 666.56 627.35 26.43 1.09 690.07
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Figure A2.17 – Holt-Winter’s Multiplicative 
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Level Trend Seasonal
Alpha Beta Gamma
0.04 1.00 0.27

Period Actual Level Trend Seasonality Forecast Fit
1 265.22 1.49
2 146.64 0.82
3 182.50 1.02
4 118.54 178.23 0.00 0.67
5 180.04 176.12 -2.10 1.36 265.22

Holt-Winters Multiplicative Seasonality With Trend

smtttmt

stttt

tttt

ttsttt

SmbLFForecast
SLYSySeasonalit

bLLbTrend
bLSYLLevel















)(
))(1()/(

))(1()(
))(1()/(

11

11






4
54.11850.18264.14622.265 

)00.023.178)(04.01()49.1/04.180(04.0 

0TrendStarting

)00.0)(00.11()23.17812.176(00.1 

)49.1)(00.023.178( 

)49.1)(27.01()12.176/04.180(27.0 

23.178
tY

 
Figure A2.18 – Calculating Holt-Winter’s Multiplicative 
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APPENDIX 3: A PRIMER ON REGRESSION ANALYSIS 

This appendix deals with using regression analysis for forecasting purposes. It is assumed that the 
reader is sufficiently knowledgeable about the fundamentals of regression analysis. Therefore, 
instead of focusing on the detailed theoretical mechanics of the regression equation, we here look 
at the basics of applying regression analysis and work through the various relationships that a 
regression analysis can capture, as well as the common pitfalls in regression, including the 
problems of outliers, nonlinearities, heteroskedasticity, autocorrelation, and structural breaks.  

The Basics of Regression Analysis 

The general bivariate linear regression equation takes the form of   XY 10 , where 0 
is the intercept, 1 is the slope, and  is the error term. It is bivariate as there are only two 
variables: a Y, or dependent variable, and an X, or independent variable, where X is also known as 
the regressor (sometimes a bivariate regression is also known as a univariate regression because 
there is only a single independent variable, X). The dependent variable is named as such because 
it depends on the independent variable; for example, sales revenue depends on the amount of 
marketing costs expended on a product’s advertising and promotion, making the dependent 
variable sales and the independent variable marketing costs. An example of a bivariate regression 
is seen as simply inserting the best-fitting line through a set of data points in a two-dimensional 
plane, as seen on the left panel in Figure A3.1. In other cases, a multivariate regression can be 
performed, where there are multiple or n number of independent X variables, where the general 
regression equation takes the form of   nn XXXXY ...3322110 . In this 
case, the best-fitting line will be within an n + 1 dimensional plane.  
 

 
Figure A3.1 – Bivariate Regression 

 
However, fitting a line through a set of data points in a scatter plot as shown in Figure A3.1 may 
result in numerous possible lines. The best-fitting line is defined as the single unique line that 
minimizes the total vertical errors, that is, the sum of the absolute distances between the actual 
data points (Yi) and the estimated line ( Ŷ ) as shown on the right panel of Figure A3.1. To find the 
best-fitting line that minimizes the errors, a more sophisticated approach is required, that is, 

X X 

Y Y 

Y

Y2 
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regression analysis. Regression analysis finds the unique best-fitting line by requiring that the 
total errors be minimized, or by calculating 
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where only one unique line minimizes this sum of squared errors. The errors (vertical distance 
between the actual data and the predicted line) are squared to avoid the negative errors from 
canceling out the positive errors. Solving this minimization problem with respect to the slope and 
intercept requires calculating first derivatives and setting them equal to zero: 
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which yields the Least Squares Regression Equations seen in Figure A3.2. 
 

 
Figure A3.2 – Least Squares Regression Equations 
 
Example: Given the following sales amounts ($millions) and advertising sizes (measured as 
linear inches by summing up all the sides of an ad) for a local newspaper, answer the following 
questions. 
 

Advertising size (inch) 12    18    24    30    36    42    48 
Sales ($ millions) 5.9   5.6   5.5   7.2   8.0   7.7   8.4 

 
(a) Which is the dependent variable and which is the independent variable? 
The independent variable is advertising size, whereas the dependent variable is sales. 
(b) Manually calculate the slope (1) and the intercept (0) terms. 
 
     X    Y    XY     X2      Y2 

12  5.9  70.8  144  34.81 
18  5.6  100.8  324  31.36 
24  5.5  132.0  576  30.25 
30  7.2  216.0  900  51.84 

 36  8.0  288.0  1296  64.00 
 42  7.7  323.4  1764  59.29 
  48  8.4  403.2  2304  70.56 
 
      (X)=210       (Y)=48.3      (XY)=1534.2   (X2)=7308    (Y2)=342.11 
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(c) What is the estimated regression equation? 
  Y = 4.3643 + 0.0845X, or Sales = 4.3643 + 0.0845(Size) 

(d) What would the level of sales be if we purchase a 28-inch ad in the paper?  
       Y = 4.3643 + 0.0845 (28) = $6.73 million dollars in sales 
Note that we only predict or forecast and cannot say for certain. This is only an expected value or 
on average.   

Regression Output   

Using the data in the previous example, a regression analysis can be performed using the Multiple 
Regression module in ROV BizStats. This module can run bivariate regressions such as the 
previous example, or multiple regression analysis (where more than one independent X variable 
exists). Figure A3.3 shows the top part of ROV BizStats’ regression analysis output. Notice that 
the coefficients on the intercept and X variable confirm the results obtained in the manual 
calculation.  
 

 
Figure A3.3 – Regression Output from ROV BizStats (Top Portion) 

 
The Multiple Regression analysis output also provides other valuable statistics as seen in Figure 
A3.4. Most of these additional statistical outputs pertain to goodness-of-fit measures, that is, a 
measure of how accurate and statistically reliable the model is. Analysis of Variance (ANOVA) 
results are also provided.  
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Regression Statistics
R-Squared (Coefficient of Determination) 0.8146
Adjusted R-Squared 0.7776
Multiple R (Multiple Correlation Coefficient) 0.9026
Standard Error of the Estimates (SEy) 0.5725
nObservations 7

Regression Results
Intercept Ad Size

Coefficients 4.3643 0.0845
Standard Error 0.5826 0.0180
t-Statistic 7.4911 4.6877
p-Value 0.0007 0.0054
Lower 5% 2.8667 0.0382
Upper 95% 5.8619 0.1309

Degrees of Freedom Hypothesis Test
  Degrees of Freedom for Regression 1   Critical t-Statistic (99% confidence with df of 5) 4.0321
  Degrees of Freedom for Residual 5   Critical t-Statistic (95% confidence with df of 5) 2.5706
  Total Degrees of Freedom 6   Critical t-Statistic (90% confidence with df of 5) 2.0150

Sums of 
Squares

Mean of 
Squares

F-
Statistic P-Value

Hypothesis Test
Regression 7.2014 7.2014 21.9747 0.0054   Critical F-statistic (99% confidence with df of 4 and 3) 16.2582
Residual 1.6386 0.3277   Critical F-statistic (95% confidence with df of 4 and 3) 6.6079
Total 8.8400   Critical F-statistic (90% confidence with df of 4 and 3) 4.0604

Period Actual (Y) Forecast (F) Error (E)
1 5.9 5.3786      0.5214     
2 5.6 5.8857      (0.2857)    
3 5.5 6.3929      (0.8929)    
4 7.2 6.9000      0.3000     
5 8 7.4071      0.5929     
6 7.7 7.9143      (0.2143)    
7 8.4 8.4214      (0.0214)    

Analysis of Variance

The Analysis of Variance (ANOVA) table provides an F-test of the regression model's overall statistical significance. Instead of looking at individual
regressors as in the t-test, the F-test looks at all the estimated Coefficients' statistical properties. The F-statistic is calculated as the ratio of the Regression's
Mean of Squares to the Residual's Mean of Squares. The numerator measures how much of the regression is explained, while the denominator measures
how much is unexplained. Hence, the larger the F-statistic, the more significant the model. The corresponding p-Value is calculated to test the null
hypothesis (Ho) where all the Coefficients are simultaneously equal to zero, versus the alternate hypothesis (Ha) that they are all simultaneously different
from zero, indicating a significant overall regression model. If the p-Value is smaller than the 0.01, 0.05, or 0.10 alpha significance, then the regression is
significant. The same approach can be applied to the F-statistic by comparing the calculated F-statistic with the critical F values at various significance
levels.

Forecasting

The Coefficients provide the estimated regression intercept and slopes. For instance, the coefficients are estimates of the true population  values in the
following regression equation: Y =  0 +  1 X 1 +  2 X 2 + ... +  n X n . The Standard Error measures how accurate the predicted Coefficients are, and the t-
Statistics are the ratios of each predicted Coefficient to its Standard Error.

The t-Statistic is used in hypothesis testing, where we set the null hypothesis (Ho) such that the real mean of the Coefficient = 0, and the alternate
hypothesis (Ha) such that the real mean of the Coefficient is not equal to 0. A t-test is is performed and the calculated t-Statistic is compared to the critical
values at the relevant Degrees of Freedom for Residual. The t-test is very important as it calculates if each of the coeffients is statististically significant in the
presence of the other regressors. This means that the t-test statistically verifies whether a regressor or independent variable should remain in the regression
or it should be dropped.

The Coefficient is statistically significant if its calculated t-Statistic exceeds the Critical t-Statistic at the relevant degrees of freedom (df). The three main
confidence levels used to test for significance are 90%, 95% and 99%. If a Coefficient's t-Statistic exceeds the Critical level, it is considered statistically
significant. Alternatively, the p-Value calculates each t-Statistic's probability of occurrence, which means that the smaller the p-Value, the more significant
the Coefficient. The usual significant levels for the p-Value are 0.01, 0.05, and 0.10, corresponding to the 99%, 95%, and 99% confidence levels.

The Coefficients with their p-Values highlighted in blue indicate that they are statistically significant at the 95% confidence or 0.05 alpha level, while those
highlighted in red indicate that they are not statistically significant at any of the alpha levels.

Regression Analysis Report

The R-Squared or Coefficient of Determination indicates that of the variation in the dependent variable can be explained and accounted for by the
independent variables in this regression analysis. However, in a multiple regression, the Adjusted R-Squared takes into account the existence of additional
independent variables or regressors and adjusts this R-Squared value to a more accurate view of the regression's explanatory power. Hence, only of the
variation in the dependent variable can be explained by the regressors.

The Multiple Correlation Coefficient (Multiple R) measures the correlation between the actual dependent variable (Y) and the estimated or fitted (Y) based on
the regression equation. This is also the square root of the Coefficient of Determination (R-Squared).

The Standard Error of the Estimates (SE y ) describes the dispersion of data points above and below the regression line or plane. This value is used as part
of the calculation to obtain the confidence interval of the estimates later.
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Figure A3.4 – Regression Output from Risk Simulator 
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Goodness of Fit 

Goodness-of-fit statistics provide a glimpse into the accuracy and reliability of the estimated 
regression model. They usually take the form of a t-statistic, F-statistic, R-squared statistic, 
adjusted R-squared statistic, or Durbin-Watson statistic, and their respective probabilities. (See 
the t-statistic, F-statistic, and critical Durbin-Watson tables at the end of this manual for the 
corresponding critical values used later in this chapter). The following paragraphs discuss some 
of the more common regression statistics and their interpretation.   
 
The R-squared (R2), or coefficient of determination, is an error measurement that looks at the 
percent variation of the dependent variable that can be explained by the variation in the 
independent variable for a regression analysis. The coefficient of determination can be calculated 
by:  

 
where the coefficient of determination is one less the ratio of the sums of squares of the errors 
(SSE) to the total sums of squares (TSS). In other words, the ratio of SSE to TSS is the 
unexplained portion of the analysis, thus, one less the ratio of SSE to TSS is the explained portion 
of the regression analysis.  
 

Figure A3.5 provides a graphical explanation of the coefficient of determination. The estimated 

regression line is characterized by a series of predicted values ( Ŷ ); the average value of the 
dependent variable’s data points is denoted Y ; and the individual data points are characterized by 
Yi. Therefore, the total sum of squares, that is, the total variation in the data or the total variation 
about the average dependent value, is the total of the difference between the individual dependent 

values and its average (seen as the total squared distance of YYi   in Figure A3.5). The 
explained sum of squares, the portion that is captured by the regression analysis, is the total of the 
difference between the regression’s predicted value and the average dependent variable’s data set 

(seen as the total squared distance of YY ˆ  in Figure A3.5). The difference between the total 
variation (TSS) and the explained variation (ESS) is the unexplained sums of squares, also known 
as the sums of squares of the errors (SSE).  
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Figure A3.5 – Explaining the Coefficient of Determination 
 
Another related statistic, the adjusted coefficient of determination, or the adjusted R-squared 
( 2R ), corrects for the number of independent variables (k) in a multivariate regression through a 
degrees of freedom correction to provide a more conservative estimate: 
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The adjusted R-squared should be used instead of the regular R-squared in multivariate 
regressions because every time an independent variable is added into the regression analysis, the 
R-squared will increase, which indicates that the percent variation explained has increased. This 
increase occurs even when nonsensical regressors are added. The adjusted R-squared takes the 
added regressors into account and penalizes the regression accordingly, providing a much better 
estimate of a regression model’s goodness of fit.  
 
Other goodness-of-fit statistics include the t-statistic and the F-statistic. The former is used to test 
if each of the estimated slope and intercept(s) is statistically significant, that is, if it is statistically 
significantly different from zero (therefore making sure that the intercept and slope estimates are 
statistically valid). The latter applies the same concepts but simultaneously for the entire 
regression equation including the intercept and slope(s). Using the previous example, the 
following illustrates how the t-statistic and F-statistic can be used in a regression analysis. (You 
can use ROV BizStats to generate the corresponding table of critical values by going to ROV 
BizStats | Probabilities | Statistical Tables | Student T Table). It is assumed that the reader is 
somewhat familiar with hypothesis testing and tests of significance in basic statistics. 
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Figure A3.6 – ANOVA and Goodness-of-Fit Table 

 
Example: Given the information from the multiple regression output in Figure A3.6, interpret the 
following: 
 
a) Perform a hypothesis test on the slope and the intercept to see if they are each significant at a 

two-tailed alpha ( of 0.05. 
The null hypothesis, H0, is such that the slope 1 = 0 and the alternate hypothesis, Ha, is such that 
1  0. The t-statistic calculated is 4.6877, which exceeds the t-critical (2.9687 obtained from the 
t-statistic table at the end of this manual) for a two-tailed alpha of 0.05 and total degrees of 
freedom n – k = 7 – 1 = 6. Therefore, the null hypothesis is rejected and one can state that the 
slope is statistically significantly different from 0, indicating that the regression’s estimate of the 
slope is statistically significant. This hypothesis test can also be performed by looking at the t-
statistic’s corresponding p-value (0.0054), which is less than the alpha of 0.05, which means the 
null hypothesis is rejected. The hypothesis test is then applied to the intercept, where the null 
hypothesis is such that the intercept 0 = 0 and the alternate hypothesis is such that 0  0. The t-
statistic calculated is 7.4911, which exceeds the critical t-value of 2.9687 for n – k (7 – 1 = 6) 
degrees of freedom. Therefore, the null hypothesis is rejected indicating that the intercept is 
statistically significantly different from 0, which means that the regression’s estimate of the slope 
if statistically significant. The calculated p-value (0.0007) is also less than the alpha level, which 
means that the null hypothesis is also rejected. 
 
b) Perform a hypothesis test to see if both the slope and intercept are significant as a whole, in 

other words, if the estimated model is statistically significant at an alpha ( of 0.05.  
The simultaneous null hypothesis, H0, is such that 0 = 1 = 0 and the alternate hypothesis, Ha, is 
0  1  0. The calculated F-value is 21.9747, which exceeds the critical F-value (5.99 obtained 
from the table at the end of this manual) for k(1) degrees of freedom in the numerator and n – k (7 
– 1 = 6) degrees of freedom for the denominator. Therefore, the null hypothesis is rejected 
indicating that both the slope and intercept are simultaneously significantly different from 0 and 
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that the model as a whole is statistically significant. This result is confirmed by the p-value of 
0.0054 (significance of F), which is less than the alpha value, thereby rejecting the null 
hypothesis and confirming that the regression as a whole is statistically significant.  
 
c) Using the regression output in Figure A3.7, interpret the R2 value. How is it related to the 

correlation coefficient? 

 
Figure A3.7 – Additional Regression Output from Risk Simulator 

 
The calculated R2 is 0.815, meaning that 81.5% of the variation in the dependent variable can be 
explained by the variation in the independent variable. The R2 is simply the square of the 
correlation coefficient; that is, the correlation coefficient between the independent and dependent 
variable is 0.903. 

Assumptions in Regression Analysis 

The following six assumptions are the requirements for a regression analysis to work: 
 

1. The relationship between the dependent and independent variables is linear.  
2. The expected value of the errors or residuals is zero.  
3. The errors are independently and normally distributed.  
4. The variance of the errors is constant, or homoskedastic, and not varying over time.   
5. The errors are independent and uncorrelated with the explanatory variables. 
6. The independent variables are uncorrelated to each other, meaning that no 

multicollinearity exists.   
 
One very simple method to verify some of these assumptions is to use a scatter plot. This 
approach is simple to use in a bivariate regression scenario. If the assumption of the linear model 
is valid, the plot of the observed dependent variable values against the independent variable 
values should suggest a linear band across the graph with no obvious departures from linearity. 
Outliers may appear as anomalous points in the graph, often in the upper right-hand or lower left-
hand corner of the graph. However, a point may be an outlier in either an independent or 
dependent variable without necessarily being far from the general trend of the data. 
 
If the linear model is not correct, the shape of the general trend of the X-Y plot may suggest the 
appropriate function to fit (e.g., a polynomial, exponential, or logistic function). Alternatively, the 
plot may suggest a reasonable transformation to apply. For example, if the X-Y plot arcs from 
lower left to upper right so that data points either very low or very high in the independent 
variable lie below the straight line suggested by the data, while the middle data points of the 
independent variable lie on or above that straight line, taking square roots or logarithms of the 
independent variable values may promote linearity. 
 
If the assumption of equal variances, or homoskedasticity, for the dependent variable is correct, 
the plot of the observed dependent variable values against the independent variable should 
suggest a band across the graph with roughly equal vertical width for all values of the 
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independent variable. That is, the shape of the graph should suggest a tilted cigar and not a wedge 
or a megaphone. 
 
A fan pattern like the profile of a megaphone, with a noticeable flare either to the right or to the 
left in the scatter plot, suggests that the variance in the values increases in the direction where the 
fan pattern widens (usually as the sample mean increases), and this, in turn, suggests that a 
transformation of the dependent variable values may be needed. 
 
As an example, Figure A3.8 shows a scatter plot of two variables: sales revenue (dependent 
variable) and marketing costs (independent variable). Clearly, there is a positive relationship 
between the two variables, as is evident from the regression results in Figure A3.9, where the 
slope of the regression equation is a positive value (0.7447). The relationship is also statistically 
significant at 0.05 alpha, and the coefficient of determination is 0.43, indicating a somewhat weak 
but statistically significant relationship.  
 

 
 

Figure A3.8 – Scatter Plot Showing a Positive Relationship 
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Figure A3.9 – Bivariate Regression Results for Positive Relationship 

 
Compare that to a multiple linear regression as shown in Figure A3.10, where another 
independent variable, pricing structure of the product, is added. The regression’s adjusted 
coefficient of determination (adjusted R-squared) is now 0.62, indicating a much stronger 
regression model. The pricing variable shows a negative relationship to the sales revenue, a very 
much expected result, as according to the law of demand in economics, a higher price point 
necessitates a lower quantity demanded and, hence, lower sales revenues. The t-statistics and 
corresponding probabilities (p-values) also indicate a statistically significant relationship.  
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Figure A3.10 – Multiple Linear Regression Results for Positive and Negative Relationships 

 
In contrast, Figure A3.11 shows a scatter plot of two variables with little to no relationship, which 
is confirmed by the regression result in Figure A3.12, where the coefficient of determination is 
0.066, close to being negligible. In addition, the calculated t-statistic and corresponding 
probability (p-value) indicate that the marketing expenses variable is statistically insignificant at 
the 0.05 alpha level. Therefore, the regression equation is not significant (a fact that is also 
confirmed by the low F-statistic).  
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Figure A3.11 – Scatter Plot Showing No Relationship 

 

 
Figure A3.12 – Multiple Regression Results Showing No Relationship 
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The Pitfalls of Forecasting: Outliers, Nonlinearity, Multicollinearity, 
Heteroskedasticity, Autocorrelation, and Structural Breaks 

 
Other than it being good modeling practice to create scatter plots prior to performing regression 
analysis, the scatter plot can also sometimes, on a fundamental basis, provide significant amounts 
of information regarding the behavior of the data series. Blatant violations of the regression 
assumptions can be spotted easily and effortlessly, without the need for more detailed and fancy 
econometric specification tests. For instance, Figure A3.13 shows the existence of outliers. Figure 
A3.14’s regression results, which include the outliers, indicate that the coefficient of 
determination is only 0.252 as compared to 0.447 in Figure A3.15 when the outliers are removed.  
 
Values may not be identically distributed because of the presence of outliers. Outliers are 
anomalous values in the data. They may have a strong influence over the fitted slope and 
intercept, giving a poor fit to the bulk of the data points. Outliers tend to increase the estimate of 
residual variance, lowering the chance of rejecting the null hypothesis (H0). They may be due to 
recording errors, which may be correctable, or they may be due to the dependent-variable values 
not all being sampled from the same population. Apparent outliers may also be due to the 
dependent-variable values being from the same, but non-normal, population. Outliers may show 
up clearly in an X-Y scatter plot of the data, as points that do not lie near the general linear trend 
of the data. A point may be an unusual value in either an independent or dependent variable 
without necessarily being an outlier in the scatter plot. 
 
The method of least squares involves minimizing the sum of the squared vertical distances 
between each data point and the fitted line. Because of this, the fitted line can be highly sensitive 
to outliers. In other words, least squares regression is not resistant to outliers, thus, neither is the 
fitted-slope estimate. A point vertically removed from the other points can cause the fitted line to 
pass close to it, instead of following the general linear trend of the rest of the data, especially if 
the point is relatively far horizontally from the center of the data (the point represented by the 
mean of the independent variable and the mean of the dependent variable). Such points are said to 
have high leverage: the center acts as a fulcrum, and the fitted line pivots toward high-leverage 
points, perhaps fitting the main body of the data poorly. A data point that is extreme in dependent 
variables but lies near the center of the data horizontally will not have much effect on the fitted 
slope, but by changing the estimate of the mean of the dependent variable, it may affect the fitted 
estimate of the intercept. 
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Figure A3.13 – Scatter Plot Showing Outliers 

 

 
Figure A3.14 – Regression Results with Outliers 
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Figure A3.15 – Regression Results with Outliers Deleted 

 
However, great care should be taken when deciding if the outliers should be removed. Although 
in most cases when outliers are removed, the regression results look better, a priori justification 
must first exist. For instance, if one is regressing the performance of a particular firm’s stock 
returns, outliers caused by downturns in the stock market should be included; these are not truly 
outliers as they are inevitabilities in the business cycle. Forgoing these outliers and using the 
regression equation to forecast one’s retirement fund based on the firm’s stocks will yield 
incorrect results at best. In contrast, suppose the outliers are caused by a single nonrecurring 
business condition (e.g., merger and acquisition) and such business structural changes are not 
forecast to recur. Under such conditions, these outliers should be removed and the data cleansed 
prior to running a regression analysis.  
 
Figure A3.16 shows a scatter plot with a nonlinear relationship between the dependent and 
independent variables. In a situation such as this one, a linear regression will not be optimal. A 
nonlinear transformation should first be applied to the data before running a regression. One 
simple approach is to take the natural logarithm of the independent variable (other approaches 
include taking the square root or raising the independent variable to the second or third power) 
and regress the sales revenue on this transformed marketing-cost data series. Figure A3.17 shows 
the regression results with a coefficient of determination at 0.938, as compared to 0.707 in Figure 
A3.18 when a simple linear regression is applied to the original data series without the nonlinear 
transformation.  
 
If the linear model is not the correct one for the data, then the slope and intercept estimates and 
the fitted values from the linear regression will be biased, and the fitted slope and intercept 
estimates will not be meaningful. Over a restricted range of independent or dependent variables, 
nonlinear models may be well approximated by linear models (this is, in fact, the basis of linear 
interpolation), but for accurate prediction a model appropriate to the data should be selected. An 
examination of the X-Y scatter plot may reveal whether the linear model is appropriate. If there is 
a great deal of variation in the dependent variable, it may be difficult to decide what the 
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appropriate model is; in this case, the linear model may do as well as any other, and has the virtue 
of simplicity.   
 

 
Figure A3.16 – Scatter Plot Showing a Nonlinear Relationship 

 

 
Figure A3.17 – Regression Results Using a Nonlinear Transformation 
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Figure A3.18 – Regression Results Using Linear Data 

 
However, great care should be taken here as both the original linear data series of marketing costs 
and the nonlinearly transformed marketing costs should not be added in the regression analysis. 
Otherwise, multicollinearity occurs. That is, marketing costs are highly correlated to the natural 
logarithm of marketing costs, and if both are used as independent variables in a multivariate 
regression analysis, the assumption of no multicollinearity is violated and the regression analysis 
breaks down. Figure A3.19 illustrates what happens when multicollinearity strikes. Notice that 
the coefficient of determination (0.938) is the same as the nonlinear transformed regression 
(Figure A3.17). However, the adjusted coefficient of determination went down from 0.9364 
(Figure A3.17) to 0.9358 (Figure A3.19). In addition, the previously statistically significant 
marketing-costs variable in Figure A3.18 now becomes insignificant (Figure A3.19) with a 
probability value increasing from close to zero to 0.4661. A basic symptom of multicollinearity is 
low t-statistics coupled with a high R-squared (Figure A3.19).   
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Figure A3.19 – Regression Results Using Both Linear and Nonlinear Transformations 

 
Another common violation is heteroskedasticity, that is, the variance of the errors increases over 
time. Figure A3.20 illustrates this case, where the width of the vertical data fluctuations increases, 
or fans out, over time. In this example, the data points have been changed to exaggerate the 
effect. However, in most time-series analyses, checking for heteroskedasticity is a much more 
difficult task. Notice in Figure A3.21 that the coefficient of determination dropped significantly 
when heteroskedasticity exists. As is, the current regression model is insufficient and incomplete.   
 
If the variance of the dependent variable is not constant, then the error’s variance will not be 
constant. The most common form of such heteroskedasticity in the dependent variable is that the 
variance of the dependent variable may increase as the mean of the dependent variable increases 
for data with positive independent and dependent variables. 
 
Unless the heteroskedasticity of the dependent variable is pronounced, its effect will not be 
severe: the least-squares estimates will still be unbiased, and the estimates of the slope and 
intercept will either be normally distributed if the errors are normally distributed or at least 
normally distributed asymptotically (as the number of data points becomes large) if the errors are 
not normally distributed. The estimate for the variance of the slope and overall variance will be 
inaccurate, but the inaccuracy is not likely to be substantial if the independent variable values are 
symmetric about their mean. 
 
Heteroskedasticity of the dependent variable is usually detected informally by examining the X-Y 
scatter plot of the data before performing the regression. If both nonlinearity and unequal 
variances are present, employing a transformation of the dependent variable may have the effect 
of simultaneously improving the linearity and promoting equality of the variances. Otherwise, a 
weighted least-squares linear regression may be the preferred method of dealing with nonconstant 
variance of the dependent variable. 
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Figure A3.20 – Scatter Plot Showing Heteroskedasticity with Nonconstant Variance 

 

 
Figure A3.21 – Regression Results with Heteroskedasticity 
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Other Technical Issues in Regression Analysis 

If the data to be analyzed by linear regression violate one or more of the linear regression 
assumptions, the results of the analysis may be incorrect or misleading. For example, if the 
assumption of independence is violated, then linear regression is not appropriate. If the 
assumption of normality is violated or outliers are present, then the linear regression goodness-of-
fit test may not be the most powerful or informative test available, and this could mean the 
difference between detecting a linear fit or not. A nonparametric, robust, or resistant regression 
method; a transformation; a weighted least-squares linear regression; or a nonlinear model may 
result in a better fit. If the population variance for the dependent variable is not constant, a 
weighted least-squares linear regression or a transformation of the dependent variable may 
provide a means of fitting a regression adjusted for the inequality of the variances. Often, the 
impact of an assumption violation on the linear regression result depends on the extent of the 
violation (such as how nonconstant the variance of the dependent variable is, or how skewed the 
dependent variable population distribution is). Some small violations may have little practical 
effect on the analysis, while other violations may render the linear regression result useless and 
incorrect. 
 
Other potential assumption violations include: 
 
 Lack of independence in the dependent variable  
 Random, not fixed, independent variable 
 Special problems with few data points 
 Special problems with regression through the origin 

 

Lack of Independence in the Dependent Variable 

Whether the independent variable values are independent of each other is generally determined 
by the structure of the experiment from which they arise. The dependent variable values collected 
over time may be autocorrelated. For serially correlated dependent variable values, the estimates 
of the slope and intercept will be unbiased, but the estimates of their variances will not be reliable 
and, hence, the validity of certain statistical goodness-of-fit tests will be flawed. 

Random, Not Fixed, Independent Variable  

The usual linear regression model assumes that the observed independent variables are fixed, not 
random. If the independent values are not under the control of the experimenter (i.e., are observed 
but not set), and if there is, in fact, underlying variance in the independent variable, but they have 
the same variance, the linear model is called an errors-in-variables model or a structural model. 
The least-squares fit will still give the best linear predictor of the dependent variable, but the 
estimates of the slope and intercept will be biased (will not have expected values equal to the true 
slope and variance). 
 

Special Problems with Few Data Points 

If the number of data points is small (also termed micronumerosity), it may be difficult to detect 
assumption violations. With small samples, assumption violations such as non-normality or 
heteroskedasticity of variances are difficult to detect even when they are present. With a small 
number of data points, linear regression offers less protection against violation of assumptions. 
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With few data points, it may be hard to determine how well the fitted line matches the data, or 
whether a nonlinear function would be more appropriate. 
 
Even if none of the test assumptions are violated, a linear regression on a small number of data 
points may not have sufficient power to detect a significant difference between the slope and 
zero, even if the slope is nonzero. The power depends on the residual error, the observed variation 
in the independent variable, the selected significance alpha level of the test, and the number of 
data points. Power decreases as the residual variance increases, decreases as the significance level 
is decreased (i.e., as the test is made more stringent), increases as the variation in observed 
independent variable increases, and increases as the number of data points increases. If a 
statistical significance test with a small number of data points produces a surprisingly 
nonsignificant probability value, then lack of power may be the reason. The best time to avoid 
such problems is in the design stage of an experiment, when appropriate minimum sample sizes 
can be determined, perhaps in consultation with an econometrician, before data collection begins. 
 

Special Problems with Regression Through the Origin 

The effects of nonconstant variance of the dependent variable can be particularly severe for a 
linear regression when the line is forced through the origin: the estimate of variance for the fitted 
slope may be much smaller than the actual variance, making the test for the slope 
nonconservative (more likely to reject the null hypothesis, H0, that the slope is zero than what the 
stated significance level indicates). In general, unless there is a structural or theoretical reason to 
assume that the intercept is zero, it is preferable to fit both the slope and intercept. 
 


